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ABSTRACT 

 

Complex systems such as Cellular Automata (CA) produce global behaviour based on the 

interactions of simple units (cells). They are fascinating objects, producing more pattern 

than a single human is capable of observing within their own lifetime. Their evolution is 

specified by local interaction rules that generate some form of ordered, complex or chaotic 

behaviour. This wide variety of behaviour represents an important generative tool for the 

artist. However, chaotic behaviour dominates rule space, which has serious implications 

for application and investigation.  

 The main contribution of this thesis is a new perspective into a recognised key 

problem, the structure of rule space. This is achieved through empirical observation of a 

fundamental connection between state space and rule space. The methodology combines 

experimental music composition and reflective practice in its approach. The techniques are 

based on recent perspectives of CA theory, called global dynamics, and music 

composition practice. The significant problem of identifying rule space structure is 

approached from an artists perspective to obtain mixtures of behaviour, which differs from 

the traditional method of grouping together similar dynamics. A detailed account exposes 

the main process of creating mixed, but related groups of CA rules. The approach taken 

provides an interesting and alternative method of studying CA rule spaces in general, 

independent of musical application. 

 Further contributions are made throughout the thesis and provide a significant 

foundation for the main contribution relating to rule space structure. An extensive review of 

CA and their application in music presents a balanced view of the field to set the work in 

context. The methodology proposes criteria for evaluation of this new approach to rule 

space structure. Important concepts of global dynamics are utilised in composition practice 

for the first time, enabling the key observations on the state and rule space connection. 

Fundamental connections between well known rules and music composition technology 
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are introduced to establish links between the fields. This approach to produce generative 

music is fundamentally different from previous work and several descriptions of CA music 

mappings are presented in a practice-based context. New generative music compositions, 

a significant amount of CA data and an electronic copy of the thesis are included on the 

CD-ROM. The state/rule space connection identified in this thesis has the potential to open 

new directions, in both science and music. 
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Chapter 1 

Introduction 

 
On the phono-scales a common or garden F sharp gave a reading of 93 kilogrammes. It 

issued from a decidedly large tenor whose weight I took. (Erik Satie 1912) 

 

Algorithmic based music underwent a paradigm shift over the last two decades of the 20th 

century with the advent of complex systems research. Complex systems such as Cellular 

Automata (CA) produce global behaviour from rule-based interactions of simple cells. CA 

have a distinguished and esoteric history in computer science, from its foundation to their 

present day influence in Artificial Life as well as numerous other disciplines. They are 

fascinating objects, producing more pattern than a single human is capable of observing 

within their own lifetime. The different classes of behaviour they produce, whether ordered, 

complex or chaotic, make them interesting to artists and scientists alike. This wide variety 

of behaviour represents an important generative tool for the artist. Chaotic behaviour 

dominates rule space, which has serious implications for application and investigation. 

Obtaining a variety of pattern for free is thus a challenge to the artist and scientist alike. 

CA are discrete dynamical systems in terms of space, time and values assigned to cells. 

The set of all possible global states of these cells is termed the state space. The set of all 

possible rules for any particular CA architecture is termed the rule space. The definition of 

CA employed for this thesis was given by Andrew Wuensche and Mike Lesser (1992) : 

 

A cellular automaton (CA) is a discrete dynamical system which evolves by the iteration of 

a simple deterministic rule. 

 

 This thesis is specifically concerned with : 

 

The study of music composition practice using Cellular Automata (CA), demonstrating a 

new perspective on their rule space structure. This is achieved through empirical 

observation of a fundamental connection between state space and rule space. 
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Cellular Automata have been of interest to both musicians and the wider artistic 

community, in an emerging culture of generative art. One of the first examples of artistic 

application can be seen in the work of Paul Brown in 1978. Brown (2005) was first 

exposed to CA when Martin Gardner published one of his Mathematical Recreations 

columns about John Horton Conway's Game of Life (Gardner 1970). Life is the most 

famous example and is constructed in a two dimensional grid of cells. The rules of the 

game are based on loneliness, overcrowding, reproduction and stasis. Life produces a 

wide variety of interesting patterns with evocative names such as oscillators, gliders, 

breeders, spaceships and numerous other objects have been identified. The most 

comprehensive resource regarding Life’s patterns is the Life Lexicon (where these and 

many other terms are described), compiled by Stephen  A. Silver, and available on the 

internet (Silver 2006). In the late 1960s and early 1970s the discovery of these objects was 

through direct empirical observation. Conway’s early efforts at Cambridge University (UK), 

using counters and shells, took place on a small table that “proliferated across the floor of 

the common room as the rules were enacted during tea breaks”, with more complex 

configurations run on a PDP-7 mini-computer (Coveney and Highfield 1995). 

After initial investigations with draughts (checkers) boards and large sheets of 

“quadrille” paper Brown constructed a hardware version as an artwork. This consisted of a 

single board microprocessor system controlling a custom designed 16 x 16 LED (Light 

Emitting Diode) display. The final artwork became a dual piece consisting of “Life” and 

“Builder + Eater” with two buttons below the display to select one of the two programs. The 

artwork is shown in Fig 1.1 running the “Life” piece and Brown believes this to be one of 

the first artworks driven by a dedicated microprocessor. Brown (2002) has used CA 

throughout his career with print and animation artworks, which continues to the present 

day. Investigations of complexity and interactivity by the wider artistic community were 

recently exhibited at the Australian Centre for the Moving Image (ACMI).   The exhibition, 

White Noise, presented work in both an historical and cultural context that address 

questions on “complexity in the context of time and interchange” (Edmonds and Stubbs 

2005). A critical account of CA and other Artificial Life systems within art has been put 

forward by Mitchell Whitelaw (2004).  
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Fig 1.1 Life and Builder + Eater by Paul Brown, an early Cellular Automata artwork 

from 1978. 

 

In parallel with the visual arts, CA has a long and diverse history with generative 

music. There have been numerous approaches at applying CA in the production of 

generative music and sonic art (Burraston, Edmonds, Livingstone & Miranda 2004, 

Burraston & Edmonds 2005). Although much work has been done with CA in music, the 

diversity and growth of their use requires further research. It is also clear that the focus 

has been building and describing the system itself, rather than discussing aesthetics, 

composition process, general theory of CA or technical evaluation. However, previous 

work must be viewed in the context of an emerging discipline, in terms of both CA theory 

and musical application. These pioneering efforts should not be underestimated, and 

constitute a valuable foundation for generative music. 
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1.1 Problem 

Stephen Wolfram has proposed twenty key unsolved problems in the theory of CA 

(Wolfram 1985), the seventh problem asks : How is different behaviour distributed in the 

space of cellular automaton rules? The task of assigning behaviour to a rule is known to 

be “undecidable”, but a number of approximations have been attempted. An extensive 

amount of research by the CA scientific community has been conducted towards 

producing behaviour prediction parameters to discern the structure of rule space. 

Unfortunately, as the size of the CA rule space is increased the total number of rules and 

amount of chaotic behaviour increases dramatically. This problem continues to engage the 

scientific community and is the subject of much debate. 

 In confronting systems of such behavioural complexity for the purpose of 

art, the artist is placed in a possibility space of truly vast proportions. Given that the 

potential for random behaviour increases with rule space, choosing CA rules at random 

does not represent a successful artistic strategy, unless one is actively seeking 

randomness. This problem has great implications for the use of CA in both scientific and 

generative arts practice.  

This thesis addresses the problem of finding rules from an artists perspective in the 

context of music practice, shown in Fig 1.2. Hal Chamberlin (1980) noted that the 

production of algorithmic data for musical control “may be highly ordered, totally random, 

or somewhere in between.” It follows then that all CA behaviours are “interesting”, the 

music practice problem is to find a mixture of behaviour from the overwhelming chaos. 

This is in contrast, but not opposition to, the scientific approach of predicting behaviours in 

order to locate complexity within rule space. 

 

Fig 1.2 The problem of finding rules from two different perspectives. 



 5 

1.2 Method 

The methodology combines experimental music composition and reflective practice 

(Schön 2003) in its approach. The techniques are based on recent perspectives of CA 

theory called global dynamics (Wuensche & Lesser 1992), and music composition 

practice, to provide empirical evidence regarding rule space structure. Reflective practice 

is a method of researching within a practical context that places priority on change, making 

tacit knowledge explicit, the process of exploration, and the affirmation of results. Three 

main aspects of reflective practice are : 

 

1. Frames  

2. Repertoire of exemplars / facts 

3. Research on fundamental methods of inquiry and overarching theories  

 

Frames set the bounds of practice and provide a reference for the practitioner. A 

problematic situation is addressed by a new way of setting or framing the problem. The 

practitioner enters into a process making the situation adapt to the frame.  Bounding the 

process within a frame enables a practitioner to utilise, build or add to a repertoire of 

descriptions, exemplars and facts. A repertoire includes a practitioners’ past experiences 

of understanding and action. Making sense of a unique situation entails seeing it as 

something from an existing repertoire. Seeing it as both similar and different to the unique 

situation, as a precedent or metaphor. This can result in a new way of seeing and the 

possibility of a new action for the situation. Fundamental methods of inquiry and 

overarching theories are connected to the two previous methods by assumption that a 

practitioner’s fundamental principles closely connect to frames and repertoire of 

exemplars. These methods and theories are the springboards for making sense of new 

situations, enabling the restructure of practice. The key element, according to Schön, is 

the creation of themes “from which, in these sorts of situations, practitioners may construct 

theories and methods of their own.”    

Focused investigations based on this methodology will be presented with the 

intention of forming a bridge between the art and science communities. The basic scheme 

for the methodology is shown in Fig 1.3. Deeper analysis of important and relevant 

techniques are presented, with a minimum of mathematics, to give sufficient background 

for the work.  
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Fig 1.3 Methodology based on focused investigations, forming a bridge between 

science and art. 

Evaluation strategies are discussed and chosen for technical evaluation of the 

composition processes by recognised criteria. Criteria are further proposed for evaluating 

results regarding mixtures of behaviour. Experimental evaluation will require an affirmation 

of intended or positive unintended change. Reflection on outcome, surprise and potential 

for future directions will be presented.  

 

1.3 Outcomes 

The main contribution of this thesis is a new perspective on rule space structure, 

discovered based on empirical evidence. Using recent theory as a foundation 

methodology, rule space structures are created by considering the CA state space as a 

symbolic representation of rule space. A detailed example exposes the main process of 

creating a rule space structure. A fundamental connection between state space and rule 

space is discovered. This approach enables a concrete structure for rule space to be 

created and for the production of mixed, but related groups of CA rules. Further empirical 

evidence is given for the applicability of creating structures in larger rule spaces. The 

approach taken provides an interesting and alternative method of studying CA rule spaces 

in general, independent of musical application.  

Further contributions are made throughout the thesis. An extensive review of CA 

and their application in music presents a balanced and historical view. The methodology 

proposes criteria for evaluation of this new approach to rule space structure. Important 

concepts of global dynamics are utilised in composition practice for the first time, enabling 
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the key observations on the state and rule space connection. Fundamental connections 

between well known rules and music composition technology are introduced to establish 

links between CA theory and music. This approach to produce generative music is 

fundamentally different from previous work. Several descriptions of CA music mappings 

are presented in a practice-based context and compositions are included on the CD-ROM. 

Global dynamics data is also provided on the CD-ROM for the two most basic CA rule 

spaces and for a selection of known complex rules, the first time this has been available in 

electronic form.   

 

1.4 Thesis Overview 

A number of papers have been published relating to this thesis, referenced  in the 

following overview and are all available from the authors website (Burraston 2006). 

Chapter 2 reviews generative music and sonic art applications of CA in a historical and 

technical context. Some of the work reviewed in this chapter was originally presented in 

(Burraston, Edmonds, Livingstone & Miranda 2004, Burraston & Edmonds 2005). 

Important and accessible CA concepts are presented with little mathematics, but give a 

sufficient background for the purpose of the review. There have been several approaches 

at applying CA in the production of electronic music and sonic art. Examples exist in the 

overall structural composition, event sequencing and sound synthesis / modification 

techniques. The review presents a comparative table highlighting the similarities and 

differences of the different system approaches. The scope of the review will provide the 

artist and scientist with a balanced view of this emerging area of music. 

 Chapter 3 describes the research methodology in terms of approach and 

technique. The approach is reflective practice based and its creative origins are drawn 

from experimental music. The techniques for application are concerned with global 

dynamics and its associated theory, combined with algorithmic composition. A deeper 

analysis of the global dynamics of CA are examined and presented with a minimum of 

mathematics, sufficient to give background for the thesis. An overview of the tools used 

within the thesis is given. Finally, a plan of focused investigations and their evaluation 

strategy is described. 

 Chapter 4 reflectively describes the original impetus for using CA within my 

practice to place the work in context. An experimental system is described and 

fundamental exemplars of CA as music modules are introduced. The experimental system 

is used in the production of new generative music compositions, followed by reflection and 
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evaluation based on the criteria introduced in the previous chapter. This chapter is 

developed from the author’s work described in (Burraston and Edmonds 2004, Burraston 

2005a, 2005c). 

 The first aim of chapter 5 is to create a shift of context in composition process, and 

overcome the technical problems identified in the previous chapter. A general CA 

composition process suggested by the author in (Burraston 2005b) is described and 

evaluated as a foundation for future work. Complex emergent behaviour is used within a 

composition as an exemplar, but the techniques described are generally applicable with 

any behaviour. Results are evaluated by recognised criteria as they were in the previous 

chapter, and reflection identifies the discrete stages of a generative composition process 

with CA. The desirability of each behaviour type for compositional material will thus be 

established, demonstrating that rule choice is a fundamental, practice-based decision. 

 The second, and main aim of chapter 5 is a fresh insight into the recognised key 

problem of rule space structure, developed from the authors work described in (Burraston 

2005c, 2005d). This is based on empirical evidence and is a general method which is 

independent of musical application. This provides a method for creating groups of rules 

with a broad range of behaviour for application within generative arts practice, and will also 

be of interest to scientific practitioners. Results and reflections on this new perspective on 

rule space structure are evaluated in chapter 6, based on the proposed criteria in the 

methodology. The results reveal a clear and fundamental connection between state space 

and rule space. Observations and mixtures of behaviour are presented for the elementary 

rule space. Some preliminary results for other rule spaces are also presented. Rule space 

structuring by another rule is briefly discussed, suggesting that further inquiry is desirable. 

An overall evaluation of the perceived advantages and disadvantages summarises these 

results. 

 Chapter 7 presents the conclusions of this new perspective on rule space structure 

identified through composition practice. The most important areas for future work are 

discussed. 
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Chapter 2 

Review of Cellular Automata and their Musical Application 

 

This chapter will review generative music and sonic art applications of CA in a historical 

and technical context. Important and accessible CA concepts are presented with little 

mathematics, but give a sufficient background for the purpose of this review. There have 

been several approaches at applying CA in the production of electronic music and sonic 

art. Some of the work reviewed in this chapter was originally presented in (Burraston, 

Edmonds, Livingstone & Miranda 2004, Burraston & Edmonds 2005). Examples exist in 

overall structural composition, event sequencing and sound synthesis / modification 

techniques. The review presents a comparative table highlighting the similarities and 

differences of the different system approaches. The scope of the review will provide the 

artist and scientist with a balanced view of this emerging musical area. 

 
2.1 From the Algorithmic to the Generative 
 
Formal processes and algorithms (step by step procedures for solving problems) have 

been utilised for centuries within the creative activity of music. The tools and technique of 

their application is known as algorithmic composition  (Roads 1996). The evolution of the 

electronic computer transferred algorithmic composition to the digital domain, bringing a 

wealth of new possibilities and allowing the machine to be a part of the process. Notable 

among early electronic experiments in algorithmic composition was the Olson-Belar 

composing machine (Olson & Belar 1961, Hiller 1970). Built around 1951, this machine 

allowed the assignment of weighted probabilities to electronically produced random 

numbers. The results of this process controlled pitch and rhythmic event generation. 

Lejaren Hiller and Leonard Isaacson began using information theory and statistical 

mechanics to automate musical composition in 1955, and by 1957 had created Illiac Suite 

for String Quartet, the first major algorithmic composition produced with a computer (Hiller 

& Isaacson 1959, Chadabe 1997). This provided a common ground for later collaborative 

work with John Cage on HPSCHD, completed in 1969 and consisting of up to seven 

keyboard parts, fifty-one tapes and over 5,000 slide projections. Iannis Xenakis initially 

composed with stochastic formulas by hand, notably Metastasis in 1953-54, using the laws 

of probability and large numbers. Xenakis later programmed a computer to aid the 

compositional process and in 1962 completed the Stochastic Music Program (Xenakis 

1992).  
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Fig 2.1 The SalMar Construction, a pioneering instrument based on logic and human 

interaction (left) and Salvatore Martirano at the controls (top right). Schematic of the 

hardware program control logic (bottom right). 

 

Symbiosis of interaction and performance with algorithmic techniques, can be seen 

in the work of Raymond Scott and Salvatore Martirano. Scott founded Manhattan 

Research Inc. in 1946 and produced a host of esoteric machines to sequence and 

synthesize sound. His Electronomium was a composition and performance console 

utilising electronic relays. The systems musical output could be modified indirectly by the 

composer, guiding the system to produce a satisfactory composition. The Electronomium 

was used in advertising jingles, audio logos and film soundtracks, as well as by Scott for 

his own electronic compositions (Freff 1989). Martirano’s SalMar Construction of 1972, 

was a three year collaborative effort to build a real-time performance instrument utilising 

manually and logically driven touch sensitive switches (Chadabe 1997). A total of 291 

switches gave a performer interaction with four parallel programs controlling a modular 
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analogue synthesizer. A zoom feature enabled movement and change within micro and 

macro structures. The sound was output through a network of 24 loudspeakers and four 

bass speakers. Sound synthesis circuits occupy the top section, a sloping panel providing 

interaction possibilities via touch sensitive switches. The instrument is shown in Fig 2.1 

(left) and with Martirano seated (top right). Sequences of numbers are produced by the 

use of “shift registers”, which has relations among some types of Cellular Automata. These 

sequences could be coupled together to form a hierarchy. A schematic of part of the 

hardware program control logic is shown in Fig 2.1 (bottom right). Martirano’s 

compositional work spanned three decades, encompassing human performers, 

electroacoustic and computer music, as well as works for SalMar and is available on CD 

(Martirano 2005). In describing his performances Martirano states : “Control was an 

illusion. But I was in the loop.” 

 

Fig 2.2 Algorithmic composition and the generative art process 

 

The term “generative” in respect to art is still a subject of considerable debate 

(Edmonds, Brown & Burraston 2005). A survey of early generative art at the Slade School 
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of Fine Art (UK) can be found in (Gere, Brown, Lambert & Mason 2007). Ernest Edmonds 

has suggested that “generative art was first seen as algorithmic i.e. art produced with the 

aid of a computer by programming it to follow some procedure that generated the work 

itself.” The distinction Edmond’s makes in his generative artwork is that it is not procedural, 

but produced by logical rules worked out by the computer (Edmonds 2003). The 

generative art process put forward by John McCormack (2003), represents genotype as 

the formal specification and the resultant artwork experience as phenotype. Algorithmic 

composition in context with generative art was suggested in (Burraston & Edmonds 2005), 

as shown in Fig 2.2. Algorithmic composition is concerned with mapping data to control 

parameters for the generation of musical events or sonic outcome. In the center, the artist 

may also perform functions upon this data set before application. Feedback and iteration 

may be factored into this process at all stages. The debate continues and a rigid definition 

of generative music is perhaps “undecidable”, a framework for comparison is suggested in 

(Wooller, Brown, Miranda, Berry & Diederich 2005). 

 

2.2 Background on Cellular Automata  
 

Cellular Automata were conceived by Stanislaw Ulam and suggested to John von 

Neumann, during an effort to study patterns of growth and the process of self-reproduction 

(Burks 1970). The general question being addressed by von Neumann was “What kind of 

logical organisation is sufficient for an automaton to be able to reproduce itself?” This 

approach was not through a method of simulating self-reproduction by genetics or 

chemistry, but abstracting the process into logical form. Ulam undertook considerable 

research on pattern growth with cellular spaces of up to three dimensions. These studies 

were initiated in the 1940s and went on through the 1950s (Toffoli & Margolus 1987). After 

von Neumann’s death the first studies, along with other related work, were compiled and 

completed by Arthur Burk’s (1970) into the volume “Essay’s on Cellular Automata”. The 

foundation of CA also received a contribution by W. Ross Ashby’s work on cybernetics 

(Ashby 1956). Ashby describes cybernetics as “the art of steermanship” and it addresses 

“not things but ways of behaving”, more concerned with what something does, rather than 

what it is.  Its concern is therefore grounded in function and behaviour. The dynamical 

networks of Ashby are the precursor of some important aspects of modern theory (Ashby 

1960). Wuensche and Lesser (1992) noted that there are at least three approaches in the 

study of CA i) discrete dynamic networks, ii) parallel processing computer (Wolfram 

1984a) , iii) logical universe with its own physics (Langton 1986). 
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The concept of the universe as a type of CA computer was introduced by Konrad 

Zuse and termed “Calculating Space” (Zuse 1969, 1993). Here Zuse poses the 

controversial question : “Is nature digital, analog or hybrid?”. Independently, and around 

the same time Ed Fredkin proposed that the universe is digital (grainy) and has a 

developed his own “Digital Philosophy” termed Finite Nature (Fredkin 1992). Fredkin 

believes that the digital mechanics of the universe is much like a CA, deterministic in 

nature but computed with unknowable determinism. Space and time in this view are 

discrete quantities, everything is assumed to be grainy.  

Another interesting area is the research into hardware, which will have a bearing 

on future application of CA technology. These developments include both a 1D hardware 

CA (Sipper 1997) and the Bio Wall, an interactive 2D self-replicating CA display (Stauffer 

& Sipper 2002). In addition to the references already citied CA have a substantial and wide 

ranging body of research (Adamatzky 1994, Adamatzky 2001, Griffeath & Moore 2003, 

Meinhardt 2003), which will continue to influence many artists in the future. Also of interest 

is Stuart Kauffman’s work in the related area of Boolean networks, where global dynamics 

studied in the context of genetic regulatory networks (Kauffman 1993). Extensive 

bibliographies can be found in (Nisho 1975, Wolfram 1986a) and overviews of particular 

areas have been compiled in (McIntosh 1990a, Mitchell 1996, Sipper 1998, Toffoli & 

Margolus 1990). 

CA are dynamic systems in which space and time are discrete. They may have a 

number of dimensions, one or two dimensional arrays of cells being the most common 

forms. Each cell can have one of a number of possible states.  The CA algorithm is a 

parallel process operating on this array of cells. This simultaneous change of state of each 

cell is specified by a local transition rule, applied to a neighbourhood around each cell, 

creating a discrete dynamical system. The global state of the system at each time step is 

determined by the state of all the cells. CA are considered as having an infinite number of 

cells, however in application this is somewhat impractical. Cells are commonly wrapped 

around at the edge of the array during the rule computation, to achieve a conceptual 

infinity. In this case the array is finite, but unbounded and is said to have periodic boundary 

conditions.  

With one dimensional systems, spacetime plots are a convenient way to visualise 

their discrete dynamic behaviour. From a chosen starting state, commonly termed the 

seed or initial conditions, different behaviours can be evolved and subjectively identified by 

visual examination. Individual cells are usually represented horizontally, and time evolves 
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vertically downwards in discrete steps commonly termed generations. Seeds are 

commonly generated at random or a single cell in the centre may be set to a particular 

state. An example of spacetime behaviour from a random seed is shown in Fig 2.3. from a 

rule presented in (Aizawa, Nishikawa & Kaneko 1990). The system shown consists of 

2048 cells with two possible states, black and white, evolving downwards over 2048 

generations. An example of spacetime behaviour from a single active cell in the centre is 

shown in Fig 2.4. from a rule presented in (Wuensche 1997). Spacetime plots can of 

course be viewed from other angles, for example time in the horizontal, but vertically 

downwards represents the most common method. 

 

Fig 2.3 Spacetime example of a one dimensional Cellular Automata from a random 

seed. 
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Fig 2.4 Spacetime example of a one dimensional Cellular Automata from a single 

active cell in the centre. 

 

There have been many attempts at behaviour classification, an early and well 

known attempt was by Stephen Wolfram (Wolfram 1984a). Wolfram described CA in this 

work as “discrete dynamical systems with simple construction but complex self-organizing 

behaviour”. In this work he examined a variety of small neighbourhood one dimensional 

systems, some with two states and some with three. He proposed four qualitative classes 

based on empirical evidence from visually examining spacetime patterns using both 
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random and single seeds. Quantitative characterisation was also discussed based on a 

statistical measure of order and chaos. The four classes proposed were : 

• Class 1 :  Patterns disappear with time or become fixed 

• Class 2 : Patterns evolve to a fixed size forming structures that repeat indefinitely, periodic 

structures cycling through a fixed number of states 

• Class 3 : Patterns become chaotic and never repeat, forming aperiodic and random states 

• Class 4 : Patterns grow into complex forms, exhibiting localized structures moving both 

spatially and temporally 

 

Other behaviour classifications have been created, an example of six categories is 

given in (Li, Packard & Langton 1990) and they point that out any scheme “depends on the 

particular interests of the researcher”, all of which are “correct”. In general though, 

behaviour falls into either ordered, complex or chaotic categories of some form or another. 

Andrew Wuensche (1998) has stated that the term “chaos” and “chaotic” are “used by 

analogy only to their meaning in continuous dynamical systems and chaos theory. Chaos 

in finite CA cannot conform to this strict definition although there are many common 

properties, for example sensitivity to initial conditions.” Chris Langton said the relatively 

rare complex behaviour of class 4 occurs between ordered (class 1 and 2) and chaotic 

(class 3), termed the “edge of chaos” (Langton 1990, 1991). It is known that assigning a 

CA to a behaviour class is undecidable (Culik, Hurd & Yu 1990, McIntosh1990b), in 

McIntosh’s (1990c) words “such classifications cannot be entirely rigorous.” Wuensche 

(1997) has stated that : “Traditional mathematical methods and analysis cannot in general 

provide a description of the long term behaviour of discrete dynamical networks except for 

the simplest special cases.” However, despite the undecidability problem, a number of 

studies have attempted to predict behaviour and gain insights into the structure of rule 

space. 

 

2.2.1 Behaviour Prediction and Rule Space Structure 

Prediction parameters are usually based on analysis of the rule tables in some way, and 

efficacy is judged by comparison against measured behaviour. These are attempts to 

provide a kind of virtual tuning knob through the classes of CA rule space to assist in the 

search for the rare complex rules. A recent survey of five parameters can be found in 

(Oliveira, Oliveira & Omar 2001a), and a related study which also proposes guidelines for 

constructing prediction parameters can be found in (Oliveira, Oliveira & Omar 2001b). 
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Langton (1986, 1990, 1991) introduced the popular λ parameter, a process of measuring 

the proportion of non-zero rule table entries. Wuensche has noted that in binary systems 

this is equivalent to the idea of internal homogeneity suggested by Crayton Walker and W. 

Ross Ashby (Walker & Ashby 1966, Wuensche 1997). Although the λ parameter appears 

quite useful it should be used with care, Langton points out that it does have weaknesses 

and will not always be able to work correctly. Langton suggests the λ parameter as a 

useful tool when dealing with CA of higher number of states and neighbourhood size, as 

well as higher dimensions. During these investigations Langton (1991) suggests that “it is 

also obvious that such classification schemes can only serve as rough approximations to 

the more subtle, underlying structure.”  

 

 
Fig 2.5 Chris Langton’s schematic of rule space structure, with example spacetime 

behaviours. 

 

Langton (1991) produced an example schematic illustrating his view of rule space 

structure shown in Fig. 2.5. Spacetime plots for each class have been added to give a 

visual example of these behaviours. It is important to note on this diagram that the 

boundary between order and chaos contains complex behaviour within it. This implies that 

the transition from order to chaos as λ increases, may occur in a discontinuous jump to 

chaos or may pass through a region of complex behaviour, the so called “edge of chaos”. 
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Norman Packard investigated the use of Genetic Algorithms (GA) to search for a particular 

behaviour and concluded that evolution picked the successful rules by “adaption towards 

the edge of chaos” (Packard 1988). This approach has been of interest to other 

researchers and a recent example is given in (Bilotta, Lafusa & Pantano 2003).  

 

 

Fig 2.6 Wentian Li’s schematic of “typical” rule space structure. 

 

The simplest one dimensional binary rules, with each cell having access to its 

nearest neighbours, consist of 256 rules and are termed the “elementary” rules (Wolfram 

1983). The structure of the elementary rule space was examined in depth by Wentian Li, 

where the aim was to show inter and intra behaviour class connections (Li 1989b, Li & 

Packard 1990). Fig 2.6 show’s Li’s schematic of ”typical” rule space structure as it relates 

to the λ parameter and his five behaviour classes. Symmetry is observed because values 

0 and 1 in the rule table are switched as λ progresses from 0.5 to 1. Li (1989b) makes the 

observation regarding the larger rule spaces : “It is impractical to simulate dynamics of all 

of them, and consequently, it is difficult to determine the structure of these spaces 

completely”. In his study the biological analogy of rule table as “genotype” and the 

resultant dynamics as “phenotype” was adopted. The main difference in Li’s approach was 

to place the rules within a concrete geometric structure, an 8 dimensional hypercube. This 

drew inspiration from the representations of fixed length binary DNA sequences within 

hypercubic spaces. Connections between rules in this space are based on differences of a 
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single bit in the rule table. A final observation in (Li & Packard 1990) states “It is not clear, 

however, of how some other representations can change the structure of the rule space”.  

 

Fig 2.7 Wentian Li’s tetrahedon rule 

 

Li also maintained an interest in the visual appeal of CA and published two papers 

on spacetime artworks from five neighbour complex rules with binary state values (Li 1988, 

1989a). This work is interesting as it describes a more informal approach to locating 

complex rules by keeping a percentage of 5 cells fixed to 1 during random searches. An 

example of one these artwork rules called “tetrahedon” is shown in Fig 2.7. The system 

shown consists of 1024 cells evolving downwards over 1024 generations from a random 

seed.   

 

2.2.2 The Global Dynamics Perspective 
 
Langton also supported and promoted work on the global dynamics of CA (Wuensche & 

Lesser 1992), which offers a new perspective based on the topology of attractor basins, 

rule symmetry categories and rule clustering in the form of an atlas. Wuensche (1998) 
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clarifies the use of the word topology stating that it is used to describe “how vertices are 

linked by edges, independent of the appearance of the graphs drawn according to some 

graphic convention, and should not be confused with the standard use of the term topology 

in mathematics.” Attractor basins are state transition graphs and they represent the global 

behaviour of the system from all possible states as a field, containing one or more basins 

for a particular system size. In their atlas attractor basins are presented for a variety of 

small CA sizes, up to about 15 cells depending on the particular rule. Here one can 

compare basin topologies and measures between rules to gain insight into different rule 

behaviours. Attractor basin topology reflects the dynamics of a CA rule and can be used 

as a method of identifying ordered, complex and chaotic behaviour.  

 
Fig 2.8  Example of an attractor basin for a chaotic rule. 

 

An example attractor basin for a chaotic rule is shown in Fig 2.8, the global system 

states evolve inwards toward the central attractor cycle. The spacetime pattern by contrast 

presents the view from one possible trajectory. Wuensche (1997) further points out “it 

should be remembered that the essential information is how states are connected, not the 
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particular appearance of the basin images.” Wuensche also produced his own behaviour 

prediction parameter called Z, which is said to track behaviour more closely than λ in 

binary CA (Wuensche & Lesser 1992). Wuensche’s Discrete Dynamics Lab (DDLab) 

software allows for the exploration of global dynamics (Wuensche 2006), as well as many 

other important aspects of CA and related discrete dynamical networks. This work is of 

great value to music and time based art forms because the temporal aspects of transients 

and attractors can be investigated. 

In DDLab the number of state values assignable to a cell is represented by v and 

the number of cells in the neighbourhood by k. This differs slightly from Wolfram’s notation 

scheme of k as the number of states and r as the neighbourhood radius. Wuensche’s 

numbering scheme allows for even numbers of cells within a neighbourhood and 

encourages viewing CA as part of the wider realm of random Boolean networks (RBN). 

Most of the CA music literature reviewed in this chapter adopt Wolfram’s terminology. I will 

use Wuensche’s numbering terminology from DDLab in the work presented in the 

subsequent chapters of this thesis. A more detailed account of attractor basins, global 

dynamics, rule clustering and symmetry categories will be presented in the next chapter to 

establish the background required for the remaining chapters. 

 

Fig 2.9 The third quarter of a complex spacetime evolution from Andrew Wuensche 

and Chris Langton‘s 1999 visual art piece Long History of a Small Universe 

Wuensche and Langton have also exhibited CA visual artworks in 1999 with an 

exhibition titled “Complexity in Small Universes” (Wuensche & Langton 1999) at Rotunda 
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Gallery, University of Arizona. The pieces, consisting of spacetime diagrams, attractor 

basins and histogram charts, illustrate the notions of order-complexity-disorder. The third 

quarter of a complex spacetime evolution from the piece Long History of a Small Universe 

is shown in Fig 2.9. 

 

2.2.3 Complexity, Complex Systems and the Emergent 

Three words that appear regularly with CA are complexity, complex systems and 

emergent. These terms are often used by the scientific community and offer a multiplicity 

of viewpoints regarding this phenomenon. A prime area of CA research is in locating 

complex rules within a particular rule space and examining in detail their behaviour 

characteristics. The difficulty of locating complex behaviour lies in the overwhelming 

potential for chaotic behaviour in these astronomically large rule spaces. Wolfram (1988) 

on complex systems theory stated : “Like many other aspects of computing, the analysis of 

complex systems by computer is an area where so little is known that there is no formal 

training that is of much advantage. The field is in the exciting stage that anyone, whether a 

certified scientist or not, can potentially contribute”. In their popular account Coveney and 

Highfield (1995) define complexity as : 

The study of the behaviour of macroscopic collections of simple units (e.g. atoms, 

molecules, bits, neurons) that are endowed with potential to evolve in time. 

and an emergent property as : 

A global property of a complex system that consists of many interacting subunits.  

A more technical, but also readable, introduction to the ideas underlying complexity are 

described in (Flake 1999). Flake defines complexity as : 

An ill-defined term that means many things to many people. Complex things are 

neither random nor regular, but hover somewhere in between. Intuitively, 

complexity is a measure of how interesting something is.  

a complex system as : 

A collection of many simple nonlinear units that operate in parallel and interact 

locally with each other so as to produce emergent behaviour. 

and emergent as : 

Refers to a property of a collection of simple subunits that comes about through the 

interactions of the subunits and is not a property of any single subunit. For 

example, the organization of an ant colony is said to “emerge” from the interactions 

of the lower-level behaviours of the ants, and not from any single ant. Usually, the 
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emergent behaviour is unanticipated and cannot be directly deduced from the 

lower-level behaviours. Complex systems are usually emergent. 

Stuart Kauffman (2000) suggested; “If complexity science is anything, it is the search for 

patterns and laws in the rich diversity of behaviours that systems built up out of many 

simple components, from cellular automata to immune networks and ant colonies, 

achieve”. Langton (1991) has suggested that “complex behaviour involves a mix of order 

and disorder”, and complex behaviour in CA has had great influence in Artificial Life 

(Langton 1986).  Grégoire Nicolis and Ilya Prigogine (1989) examined complexity in 

nonequilibrium physics and dynamical systems. They observed that the distinction 

“between ‘simple’ and ‘complex’ behaviour, is not as sharp as we might intuitively think.” A 

system may appear as either simple or complex depending on our way of viewing it.  They 

suggest that “It is more natural, or at least less ambiguous, to speak of complex behaviour 

rather than complex systems.”  The problem for them is that a definition of complexity and 

the ideas surrounding it “is an integral part of the problems that it raises.” Li (1989b) also 

made some interesting comments regarding the location “somewhere between the regular 

and the random” of complex phenomena, stating that : “Systems which are capable of 

exhibiting complex phenomena are called complex systems. These systems may exhibit 

complex behaviour only under some conditions and exhibit regular or random behaviour 

under other conditions. In comparison, simple systems are unable ever to exhibit complex 

behaviour under any circumstances.”  Li notes that “no unique definition of complexity has 

been granted to universal acceptance.” 

Wuensche (1999) suggests that humans are “extremely adept at recognizing 

patterns, and identifying those that seem complex and interesting”, and created measures 

to compare with subjective classifications. A thorough account of different CA behaviour 

characteristics, the automatic classification by various parameters and large samples of 

complex 1D rules are given in (Wuensche 1994, 1997, 1998 & 1999). To briefly 

summarise Wuensche’s description on complex dynamics : complex behaviour emerges 

(self-organises) in spacetime from random initial conditions to form gliders, particles or 

self-sustaining patterns existing over a uniform or periodic background. Gliders, a term 

originating from Conway’s Life, can be seen as a dislocation or defect of this background 

and corresponds to Wolfram’s class 4 behaviour. Glider dynamics require large enough 

systems in order to emerge. Around 150 cells, and more cells for larger neighbourhood 

sizes, is often used by Wuensche as a convenient size in one dimensional CA to allow 

complex behaviour to emerge. Regarding glider dynamics Wuensche has stated : “This 
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illustrates the concept of emergence, and one approach to the elusive notion of 

complexity.” Wuensche has discovered many examples of one dimensional complex 

spacetime behaviours and noted many essential features. Some of these have been 

recomputed and are shown in this section to provide examples of this behaviour, all figures 

are derived from, or originally appear in (Wuensche 1994, 1997, 1998 & 1999). 

  

Fig 2.10 Glider dynamics can occur with different velocities and backgrounds. 

  

Fig 2.11 Glider collisions (left) and a glider creating a boundary between two 

background types (right). 

 

Fig 2.10 depicts spacetime dynamics of two glider rules, showing that their 

dynamics can occur with different velocities and backgrounds. Glider collisions can be 

seen in Fig 2.11 (left) and a glider creating a boundary between two background types is 

shown Fig 2.11 (right). Glider-guns, another term borrowed from Conway’s Life, eject sub-
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gliders in streams.  Fig 2.12 depicts a close up of a glider gun on a periodic background 

(left) and seen in context of the larger pattern (right). Ordered and chaotic behaviour can 

also be seen to co-exist, as shown in Fig 2.13. For a deeper discussion of 1D glider 

dynamics the reader is referred to (Wuensche 1994, 1997, 1998 & 1999), where these and 

other examples are described in more detail. The computational properties of complex 

behaviour are also of great interest to scientific researchers, an extensive review can be 

found in (Mitchell 1996).   

 

  

Fig 2.12 Close up of a glider gun on a periodic background (left) and seen in greater 

context (right). 

         

Fig 2.13 Order and chaos separating into “domains” and co-existing. 
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2.2.4 Measuring the Rise of Chaos 

Wuensche (1997) suggested automatically classifying rule space from random rule 

samples based on mean entropy (a measure of amount of disorder) against its standard 

deviation (the variation of the entropy over time). Ordered behaviour will tend to decrease 

entropy and standard deviation. Chaotic behaviour increases entropy with a low standard 

deviation. Complex behaviours tend to have higher standard deviations and entropy 

values away from the extremes. An example of this method can be seen in Fig 2.14 (top) 

where a random sample of over 10,000 rules was measured. The rules here are the 5 

neighbourhood 1D binary rules, v2k5 in Wuensche’s terminology or k2r2 in Wolfram’s.  

 

 

  

Fig 2.14 Measuring the rise of chaos in 1D binary CA, Wuensche’s automatic rule 

space classification for five neighbours (top), six and seven neighbours (bottom left 

and right). 
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Wuensche (1997) has importantly shown that as the neighbourhood size k is 

increased beyond 5, the proportion of chaotic rules rises very sharply in a random 

sampling of rules. This can be seen clearly in Fig 2.14 (bottom left and right) where similar 

plots are shown for 6 and 7 neighbour rules, a “chaotic tower” is the main feature in the top 

left of the plots. Li, Packard and Langton (1990) also observed this phenomena, based on 

a different measure. Wolfram (1985) also noted this phenomena when discussing Problem 

7, the distribution of different behaviour in rule space. The implication of this is that a rule 

generated at random is highly likely to be a chaotic rule. Given this potential for 

increasingly chaotic behaviour, choosing CA rules at random does not represent a 

successful artistic strategy, unless one is actively seeking chaos. This problem has great 

implications for the use of CA in both scientific and generative arts practice.   

 

2.2.5 How many rules? 

The magnitude of the numbers of rules is extremely large, increasing in a dramatic manner 

even if only neighbourhood size or the number of possible cell states is increased. The 

number of possible rules can produce more pattern than a human is capable of observing 

within their own lifetime. Tommaso Toffoli and Norman Margolus (1987) discuss the 

problems of rule choice and point out that binary rules with 9 neighbours, amounting to 2512 

rules, is “the square of the estimated number of elementary particles in the universe!”  Li 

(1989a) has commented on the binary one dimensional 5 neighbour rules : 

“Even if we can produce a spatial-temporal pattern from each rule in 1 second, it is going 

to take about 138 years to run through all the rules. Considering the redundancy due to 

equivalence between rules upon 0-to-1 transformations, which cut the time by half, it still 

requires a solid 69 years.”  

The total number of CA rules is a function of the number of cell states and the size 

of the neighbourhood. The one dimensional v2k3 CA amount to a total of 256 rules and, as 

mentioned earlier, are known as the elementary rules (Wolfram 1983). Table 2.1 shows a 

summary of the total number of rules for 1D binary CA with neighbourhoods of 3 to 7 cells, 

using Wuensche’s terminology of v as number of states and k as the neighbourhood size 

as mentioned in section 2.2.2. As the neighbourhood is increased there is astronomic 

increase in the total number of rules. Any increase in the number of states will also have a 

dramatic effect. To further compound matters, the size of the digits specifying the transition 

rule number itself becomes very unwieldy.  
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Rule type 

vnkn 

Total number of rules  

v^(v^k) 

Number of totalistic rules 

v^(k+1) 

v2k3 2^(2^3) = 256 (the elementary rules) 16 

v2k4 2^(2^4) = 65536 32 

v2k5 2^(2^5) = 4294967296 64 

v2k6 2^(2^6) = 1.844674407370955e+19 128 

v2k7 2^(2^7) = 3.402823669209385e+38 256 

Table 2.1 Total number of rules for binary one dimensional CA with three to seven 

neighbours, v = number of states and k = neighbourhood size. 

 

Fig 2.15 An example 15 neighbour rule table expressed as a decimal number, 

illustrating the problem of unwieldy rule table size.  

 

This is demonstrated in Fig. 2.15 which shows an example one dimensional 15 

neighbour (v2k15) rule table consisting of 32Kbit entries expressed as a decimal number, 

from a possible rule space of 2^(2^15). This is not something easily expressible by hand 

and assigning the number at random will most likely result in a chaotic rule for reasons 

mentioned above. A popular convention for rule numbers beyond the elementary space is 



 29 

to specify them in hexadecimal, this has the added benefit of reducing the number of digits 

to a small degree. The rule table formalism is introduced in section 3.2.3. 

A number of methods have been employed to reduce the numbers of rules to more 

manageable proportions. The 1D v2k3 rules can be grouped into 88 equivalence rule 

classes, with a maximum of four rules per equivalence class by the application of simple 

rule table transformations (Walker & Aadryan 1971, Walker 1971, Walker 1987). Global 

behaviour of rules within an equivalence class is identical and the spacetime patterns are 

simply changed by being negative, mirror image or both. The 88 equivalence classes can 

be further grouped into a total of 48 rule clusters by another simple rule table 

transformation (Wuensche & Lesser 1992). In this case the equivalence classes become 

grouped in clusters of related global dynamic properties. Only one equivalence class (rule 

110 and its 3 equivalents) is said to produce complex behaviour (Wolfram 2002). However, 

Hanson and Crutchfield (1997) have demonstrated a method of filtering chaotic spacetime 

behaviour to reveal the existence of more complicated dynamics using rule 54 as an 

example. Wuensche (1999) introduced an alternative and computationally simpler method 

of filtering, suppressing the display of cells created by the most frequently accessed rule 

table entries.   

Another popular method of reducing the number of rules for a chosen 

neighbourhood size is to simply take the sum of these cells (Wolfram 1983, 1984a). Rules 

computed in this manner are termed “totalistic” and are a very small subset of each rule 

type, as can be seen in Table 2.1. There are only 64 totalistic v2k5 rules, reducing further 

to 20 rule clusters, a more manageable number but also a large reduction of the possible 

behaviour space due to constraints imposed by symmetry (Wuensche & Lesser 1992). 

Harold McIntosh (1990c) has stated that these “rules give some fairly strange results, until 

it is understood that they do not form a representative sampling of all the possible rules” 

and that “this distortion of statistics enhances class IV automata among totalistic rules 

relative to the general population.” However, Wuensche (1997) points out that the k=7 

totalistics have “a conveniently even spread over the values” for the Z parameter. In spite 

of these restrictions the totalistic rules are capable of emulating any other rule. The penalty 

with the totalistic version is that it may have a much larger number of states, requiring an 

additional encoding and decoding process (Albert & Culik 1987, McIntosh 1990a). The 

edge of chaos debate has recently been addressed with a generalisation of totalistic rules 

and the introduction of a new prediction parameter called gamma (Lafusa & Bossomaier 

2005). The study, using a 2D system with 4 states and nearest neighbour rules, 
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automatically classified rules using Wuensche’s (1999) input-entropy measure. Their 

results say that gamma is able to locate complex behaviour in a very narrow region 

between order and chaos for the rule space studied. The generalised totalistic rules, called 

k-totalistic were introduced independently by Antonio Lafusa (Bilotta, Lafusa & Pantano 

2004), and earlier by Andrew Adamatzky (1994) as ATOT, and have the advantage of an 

even smaller rule space. As with the original totalistic rules the k-totalistics are symmetric 

(Wuensche 2005).  

 
2.3 Generative Music and Sonic Art with CA 

There have been several approaches at applying CA in the production of generative music 

and sonic art from a diverse range of artists. The work spans from the early 1980s to the 

present day encompassing a wide variety of CA and mapping strategies. The enabling 

technologies available to the electronic musician have taken the form of interconnection 

with instrumentation of some kind, or sound generation from CA output. Musical 

Instrument Digital Interface (MIDI) was the first manufacturer wide standard enabling the 

interconnection of electronic music instruments to each other and to computers (Rumsey 

1994, Penfold 1995). This made possible to some degree the connecting of electronic 

musical devices for performance and control, irrespective of manufacturer. Sound 

synthesis and processing techniques cover a vast area and is a constantly evolving area. 

A solid grounding of the principles and techniques in contemporary application is 

described in (Roads 1996, Russ 1997, Miranda 2002). 

 The architect/composer Iannis Xenakis, one of Olivier Messiaen’s students, is 

probably the most famous artist to have used CA in composition practice. His interest was 

based on the simplicity of the CA process to produce a rich output (Varga 1996). Xenakis 

used CA calculated with his “pocket computer” to determine the succession of chords 

within a rational, perceptible structure for sections of his orchestral composition Horos in 

1986. Xenakis may have used CA in several other compositions before his death in 2001, 

although the complete extent of his application is still unknown.  Xenakis (1992) states in 

the preface of his book “Formalized Music” that the use of CA “can be found in works of 

mine such as Ata, Horos, etc.” 

 Greater detail on the CA used in Horos and the mapping process can be found in 

(Hoffmann 2002, Solomos 2005), where it is shown that Xenakis applied the output to bars 

10, 14-15, 16-18 and 67-71. Mapping to musical output was based on pre-determined 

pitches and the state of the cell chose the instrumentation. The presence or absence of 
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cells controlled the musical events. Xenakis was also quite happy to interfere with the 

output as he saw fit. The approach taken utilised a 5 state totalistic nearest neighbour 

(v5k3) automaton of one dimension and three different rules. The first rule used was 

20041042004105 and this is said to be derived from rule 42004105 in Wolfram’s Scientific 

American article (Wolfram 1984b). It should be noted that these two rules are not exactly 

the same, the differences in their behaviour can be seen in Fig 2.16 (top left and right). 

The other two rules are given by Solomos are 22414105 and 20404105 and were used in a 

mixed form, examples of spacetime behaviour is shown in Fig 2.16 (bottom left and right). 

    

    

Fig 2.16 Rule 42004105 from Wolfram’s Scientific American article (top left). Rule 

20041042004105 (top right), 22414105 (bottom left) and 20404105 (bottom right) used 

by Xenakis in Horos. 

 Xenakis may have used fixed rather than periodic boundary conditions. It is difficult 

to ascertain precisely from these papers how the CA used by Xenakis implemented the 

boundary. The importance of specifying the type of boundary conditions was stated by 

Wuensche and Lesser (1992), if they are fixed the system will become more disordered, 

“because the wiring is atypical at edge locations”. This is in contrast to Wolfram’s (1983) 

earlier remarks, in regard to elementary rule 90, that “changes in boundary conditions 

apparently have no significant qualitative effect”. In a later paper Wolfram (1986c) states : 

“The cycle structures of finite cellular automata depend in detail on the boundary 

conditions chosen” and provides tables highlighting these differences for two particular CA. 
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The type of boundary conditions one chooses will depend on the application or 

investigation requirements.  Solomos (2005) states : 1) the far right column of cells “does 

not intervene in next line calculations” and 2) the handwritten annotations on the far left 

column are “manually added by Xenakis”. This seems to imply that the right column 

boundary is fixed at null (0). The other options are choosing a fixed state value between 1 

and 4. It is not clear whether the handwritten left column is a manually added part of the 

CA calculation, or added arbitrarily and not part of this calculation.  

 

 

 

 

Fig 2.17 Close up of Xenakis’ text/symbol pocket computer printout for Horos (left) 

presented in Solomos (2005). The same rule, 20041042004105 with 23 cells and 

periodic boundary, viewed as graphic blocks and stretched to line up with printout  

(right). 

 A close up of Xenakis’ pocket computer text/symbol printout presented in Solomos 
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(2005) is shown in Fig 2.17 (left). The printout shows 22 printed columns of cells and hand 

annotations creating an extra column on the left. The same rule, 20041042004105 with 23 

cells and periodic boundary, is shown as graphic blocks in Fig 2.17 (right). Comparing the 

pocket computer printout with the data it can be seen that differences occur at timestep 12 

as the CA reaches its boundaries. Note that this rule will evolve to all 0's (single cycle 

attractor) with periodic boundary conditions for a system size of 22 or 23 cells from a 

single seed. A discrepancy arises in the spacetime evolution depicted in Fig 1 of 

Hoffmann’s (2002) paper, as that shows a 21 cell system. Solomos (2005) examined more 

of Xenakis’ scores between 1986 and 1990, suggesting that a further 8 pieces may have 

used CA in some way.  

Composer Warren Burt has been performing with his own interactive and 

improvised electronic music systems since 1968. Burt (1991) describes his process as  

“setting up machine-generated musical environments with their own behaviours and rules 

and then wandering through them, exploring the implications of the environments I’ve 

created”. This process consists of three main, possibly non-sequential stages of I) 

conception, assembling rules, 2) setting limits, selecting musical elements for machine 

control, 3) deciding on how and what he will control. CA have been used in many of his 

compositions, one example is the use of a chaotic (random) rule in his performance 

program “randie”, shown in Fig 2.18.  

 

Fig 2.18 Screenshot of Warren Burt’s “randie” program. 
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This program contains six other random behaviour generators and a total of five 

voices can be played over MIDI influencing note, timing, duration and loudness. The CA 

rule is fixed and interaction is achieved by the input of seeds to change individual cell 

values. Burt also found interesting the different results these random processes generated. 

An excerpt of randie’s first piece titled 24 Chorales for Chris Mann, was premiered at the 

Australian Computer Music Association concert on 10 October, 1991. Burt (1996) views 

his approach to algorithmic composition by saying “For me, the importance of algorithmic 

processes is that they allow me to learn about, and expand, my consciousness and my 

perceptions”. The interest here is clearly on learning and exploration, resulting for Burt in 

“a method of expanding my tastes, a tool for personal growth, rather than a method of 

expressing what I already felt”. 

Joel Ryan, in collaboration with the artist Ray Edgar, created LINA, an installation 

piece (Edgar & Ryan 1986, Beyls 1989).  LINA utilised a single CA, with mappings applied 

to the MIDI and visual domains. Isle Ex exhibits philosophical transmusical renderings 

based on 2D CA. A variety of 2D rules have undergone transformation to MIDI by 

“musification maps” and these may be viewed online (IsleEx 2005). Another installation 

work connecting CA and gallery space is GalSim (Woolf & Thompson 2002). GalSim uses 

a 2D lattice gas CA to generate the model of an artificial gallery space, designed to mimic 

the movement and reactions of people in a real gallery. The dimensions of the artificial 

gallery are adjustable to simulate different spaces. GalSim was used to provide a GA with 

automatically generated  fitness data for The Sound Gallery, an interactive A-Life artwork. 

This enabled the testing of software before installation without having to recruit volunteers 

to interact at the design stage. Alan Dorin created an interactive installation piece called 

Liquiprism to produce polyrythmic patterns by the arrangement of six 2D CA grids (Dorin 

2002).  These CA were interconnected and presented as surfaces of a cube. CA activity 

may be altered by the user in order to influence the sonic outcome to some degree. Each 

surface of the cube is mapped to a different MIDI channel. Cells are assigned to pitches 

dependent on their position upon these surfaces. Dorin also makes the software available 

for free download (Dorin 2005). 

Cellular Grid Machine is a generative software artwork based on the notion of 

throwaway music (Robot Software 2005). The interface allows a semi interactive 

composition process in which the software and the computer are also considered to be the 

medium. The system is a celebration of machine aesthetics and human-machine 

symbiosis. Grid based sequence patterns are created by a variety of mutating and 
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interacting processes. A mutation system based on 2D Life or user defined rules may be 

induced to adjust the workings of the grid patterns. 

     

 

 

Fig 2.19 Bill Vorn’s CA installation piece EVIL/LIVE (top left), EVIL/LIVE 2 (top right) 

and EVIL/LIVE3 (bottom). 
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Bill Vorn has utilised 2D Life (Gardner 1970) for his noise art installation series 

EVIL/LIVE (Vorn 2006). In the first piece Vorn used an 8x8 matrix of halogen lights 

suspended from the ceiling controlled by both 2D Life and a matrix of sensors within the 

same room. The physical space becoming an influential input, by human location, creating 

interaction with the cellular space. Sounds are triggered by the cell activity to produce 

rhythmic patterns and structures. Direct interaction is possible through the use of a “chaos 

button” to generate new patterns. A view of each EVIL/LIVE incarnation is shown in Fig 

2.19 and more information is available at his website (Vorn 2006). Vorn also created a 

library of objects for Cycling74’s Max in 1996 called Life Tools, containing CA objects for 

1D binary, 2D Life and 3D Life. These form part of the IRCAM library of Max objects and is 

available from IRCAM’s ftp server (IRCAM 2006).  

 
2.4 CA Systems in the MIDI Domain  

CA have been utilised in a number of novel applications in the MIDI domain. 

Predominantly these applications have been in the area of note sequencing, using a 

multiplicity of CA types and mapping methodologies. Two early MIDI experimenters of CA 

in academia, both with different approaches, were Peter Beyls and Dale Millen.  

Beyls early work (Beyls 1989, 1990), one of the first examples of a CA music 

system, is interesting both technically and also from a music industry standpoint as it was 

later commercially sponsored by Atari and Yamaha (Beyls 1989). The types of CA 

investigated were varied and novel, drawing from a mixture of 1 and 2 Dimensions. A 

further interesting avenue was the use of time dependent rules, where the rule itself 

changes during the CA evolution. Further experiments included feedback from cell 

neighbourhood evaluation into the rule set itself and history tracking to include selected 

previous generations into the computation.  A 2D wave propagation CA, based on the 

interaction of moving particles, was also investigated using a mouse to select areas of the 

wave field. Beyls wanted a flexible MIDI mapping process for real-time composition and 

performance, after his earlier work in non real-time. This mapping drew from the CA 

history evaluation, a user defined root and the current cell value. Selection of MIDI channel 

was by cell index number, using the modulus function to map to the available number of 

MIDI channels. Durational values were computed by matching the CA cell value with a 

condition in a large decision tree.  
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Fig 2.20 Peter Beyls Interactive Cellular Automata 
 

Beyls further expanded this work by investigating a small network of interconnected 

2D CA and the use of Langton’s Lambda parameter within a real-time system (Beyls 

1991). Three  2D CA of 8x8 cells were used with the first CA accepting physical input 

gestures. The second CA is influenced by its own transition rules and the output of the first 

CA. The transition rules of the second CA may be tuned with the Lambda parameter by 

the user and also by a “subtle feedback mechanism”. The third CA is used to generate 

MIDI messages on up to 16 MIDI channels by a process similar to activation/inhibition and 

is fed from the output of the second CA. An active cell in the second CA causes a non-

linear increase in its corresponding cell in the third CA, also with the effect of fading some 

of its neighbours. Beyls continues with his work with multiple CA (Beyls 1997, 1998, 2000) 

and a screen shot of his Interactive Cellular Automata program is shown in Fig 2.20. Beyls 

has extended his work to include selections based on Genetic Algorithms and further use 

of the Lambda parameter with his CA Explorer program (Beyls 2003). The CA are viewed 

as genotypes and are subject to mutation and cross-over operations, the latest incarnation 

consists of two CA with a voting rule (Beyls 2004). 
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Fig 2.21 Dale Millen’s Cellular Automata Music 

 

Cellular Automata Music (CAM) was created by Dale Millen at the University of 

Arkansas. Music is created from 1D k2r2, 2D Life and 3D Life CA by mapping the results 

to pitch and duration values (Millen 1990). The 1D and 2D lattice sizes are scalable up to 

100. The 1D k2r2 rule is completely definable as a 32 bit pattern by on/off switches, thus 

allowing any of the 2^32 possible rules to be selected. Pitches are entered as a set of 

values and durations are applied by the program automatically, except in the 3D case 

where the calculated duration is also scalable. The seeding of the CA can be achieved by 

a number of methods, in the case of 2D Life this can be entered graphically with the 

mouse or by automatic seeding of Life forms. Millen later investigated the generation of 

formal musical structures with CAM, using a cyclic 1D k2r2 CA rule (Millen 1992). This 

involved the arbitrary mapping of musically related pitch values to the CA rule. CAM runs 

on Macintosh and a new version for Macintosh OSX (Millen 2004), shown in Fig 2.21 is 
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available for free download (Millen 2005). The OSX version utilises three different types of 

1D CA and the number of cells is preset in five sizes up to a maximum of 700 cells. 

The Music Technology Group at the University of York developed a one 

dimensional “Cellular Automata Workstation”, which attempted to allow the composer to 

interact with CA process in real time (Hunt, Kirk & Orton 1991). The composer could adjust 

parameters such as rule number, neighbourhood size and number of cells. The composer 

could also zoom in on an evolution to map particular areas of interest to musical 

parameters. The basic mapping could consist of an active cell controlling pitch, the 

composer being able to move through CA generations to test mappings or perform live. 

Cells were allowed to be muted by using a pitch mask feature, allowing the simple 

extraction of a subset from the CA evolution. An important outcome of this work was the 

identification that CA output could be used to construct data streams for the parametric 

control of electroacoustic and MIDI instruments. These data streams were under the 

control of the composer, constructed by the arbitrary partitioning of the CA into blocks. 

Data stream mappings could take the form of MIDI controllers or system exclusive data. 

This work went on to describe high level control of a composition, using the output of the 

CA to control the playback of discrete musical passages. 

In CAMUS and CAMUS 3D Eduardo Miranda investigated whether CA that exhibit 

pattern propagation behaviour could be utilised to model musical pattern propagation 

(Miranda 2003). The chosen CA were Life and Demon Cyclic Space (Dewdney 1989), 

both occupying fixed grid sizes, CAMUS using 2D CA and CAMUS 3D extending the 

concept to 3D CA, shown in Fig 2.22.  In CAMUS, Life is used to determine the intervals of 

a triad based on the x/y locations of active cells on a column by column basis. CAMUS 3D 

uses the additional z coordinate to create a four note grouping. CAMUS applies temporal 

coding to these intervals based on the neighbouring cells and in CAMUS 3D by using a 

first order Markov Chain. In both programs the corresponding cell of Demon Cyclic Space 

determines the orchestration of the output to a MIDI channel corresponding to its current 

state. Both programs allow for a good deal of interaction and manipulation of musical 

parameters, and some adjustment of the CA rule space. CAMUS and CAMUS 3D are both 

available on CDROM in (Miranda 2001). 



 40 

 

Fig 2.22 Eduardo Miranda’s CAMUS 3D 

 

Andrew Martin investigated the application of Reaction-Diffusion (R-D) systems 

(Meinhardt 2003, Turing 1952, Turk 1991), to produce MIDI based algorithmic 

compositions (Martin 1994, 1996a, 1996b) at the Australian Centre for the Arts and 

Technology (ACAT). The R-D application is an interesting approach, differing from the 

pure computational logic approach. Martin used a 24x24 grid of R-D cells, scanning rows 

from left to right and top to bottom, giving the effect of “self-modifying repetition”. Each cell 

produced a number of values, the concentration of two morphogens and their second 

derivatives. These cell values were assigned to control tempo, note durations, note onset, 

note velocity and the note value itself. The note value was selected from a discrete set 

within a specified limit. A cells morphogen value could also be assigned to an event mask, 

based on the dominance of one morphogen over an another, in order to further impart the 

algorithm on the note stream. Multiple instrument mappings were possible by assigning 

them to a subset of cell parameters. Martin implemented the system in Forth, but later 

produced a Max based version specifically as a drum machine. 

FractMus 2000 is an algorithmic composition system for Windows with the ability to 

perform 1D binary CA based pitch sequencing. The system will allow for up to sixteen CA 

mapped to individual MIDI channels. Each MIDI channel is based on an event structure. 

This allows for CA parameters to change over time and for much experimentation with 
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rule, size and initial conditions and its effect on pitch. The number of cells is restricted to 

values between 128 and 512. Experiments have produced interesting pitch sequences, but 

the program does not allow investigation into any other types of CA mapping. FractMus 

2000 is available on the internet at (FractMus 2005).  

 

Fig 2.23 Artwonk’s 1D CA module. 

 

Softstep is a commercial modular algorithmic development application for the PC 

by Algorithmic Arts, designed for the construction of MIDI sequencers (Dunn 2006). CA 

modules included among the many other esoteric modules are Life, HiLife, and 1D 

elementary CA. These CA are implemented as options within Softstep’s Matrix modules. 

Tests can be made for static or frozen evolutions to be automatically reseeded randomly 

or by a user specified seed, and other re-seeding based on the current state. The 

application of the CA output to the MIDI domain is in the hands of the programmer. The 

forthcoming versions of two related programs by Algorithmic Arts, called MusicWonk and 

Artwonk, also contains a 1D CA module (Dunn 2006) shown in Fig 2.23. The CA is part of 
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the programming examples and is a 32 cell system, allowing any of the 256 elementary 

rules to be investigated. 

Harmony Seeker, an interactive application developed at the University of Calabria, 

Italy, represents an interesting hybrid approach and uses Genetic Algorithms to 

breed/select multiple types of 1D CA, with k=2 or higher, and renders successful fitness 

matches as a batch of MIDI files (Bilotta, Pantano & Talarico 2000, Bilotta & Pantano 

2001, Bilotta & Pantano 2002). A mapping is achieved through the use of “musification 

codes”, of which three types have been identified, Local, Global and Mixed. Local codes 

view the CA as a piano roll and the presence of an active cell causes a note event to 

occur. Global codes which view the CA as a whole and extract musical passages  based 

on measures taken from the input-entropy and the evolution over time. Mixed codes 

extract sections from the CA and map these to note and tempo parameters. The software 

is in an early beta stage and can generate a large number of MIDI sequences, although 

there is no capacity to map CA to loudness dynamics. These codes are based on a fitness 

test for “musical consonance” (Bilotta & Pantano 2000). While this remains an interesting 

approach to utilising CA for the production of contemporary music, it also limits itself by 

retaining the boundaries set by musical consonance. The approach also retains many of 

the barriers to contemporary practice by assuming this “musical consonance” for its 

breeding and selection of CA rules, and does not encourage newer mapping 

methodologies or alternative sound domains, especially those using non-pitched sounds. 

A beta version of Harmony Seeker is available on CDROM in (Miranda 2001). 

 

Fig 2.24 Reaktor’s Life sequencer. 
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The library provided with the popular music programming environment Reaktor 

contains a Life sequencer. This is based on Conway’s Life with X and Y grids that are 

independantly variable between 3 and 32 cells. A screen shot is shown in Fig 2.24 

showing the interface layout. There are two main display elements called “Board Display” 

on the left and “Performer Display” on the right. Life patterns can be loaded from presets, 

randomly created or drawn on the Board Display. Patterns can then be loaded into the 

Performer Display on the right where the Life algorithm is computed in real time. The 

sequencer outputs eight MIDI notes of fixed value and velocity, triggered by a variable 

sensitivity control from cells. Each generation is stepped automatically or manually, with an 

adjustable clock division ratio. Reaktor is a commercial application from Native 

Instruments (NI 2006). 

 

2.5 CA Systems in the Synthesis and Processing Domains 

The application of CA in the audio domain has been investigated by a variety of 

approaches. This area has naturally evolved at a slower pace, mostly due to the higher 

computational cost of digital signal processing. Initial experiments combining CA and 

sound synthesis utilised a technique known as granular synthesis, based on Denis 

Gabor’s quantum approach to sound (Gabor 1947), Xenakis being the first to develop a 

compositional theory for grains of sound (Xenakis 1992). Curtis Roads developed the first 

computer implementations of granular synthesis, (Roads 1978, 1996) and Barry Truax 

further suggested that self-organising systems may provide useful models for this 

synthesis method (Truax 1988). Following this suggestion Peter Bowcott proposed a 

compositional control strategy utilising 2D Life. Bowcott’s method extracted time stamped 

x/y coordinates of live cells to generate score data for Csound granular synthesis 

instruments (Bowcott 1989). Bowcott was also inspired by Xenakis’ “book of screens” 

(Xenakis 1992), whereas most previous granular synthesis methods used Roads’ concept 

of tendency masks for the high level organisation of sonic grains. Bowcott makes a valid 

point when he states : “what should be sought after is a mapping which parallels the 

behaviour of the generating system in the musical domain, not a representation of the 

visual output”. 

The University of York’s Cellular Automata Workstation (Hunt et al 1991), 

described in the previous section, was used to map the CA output to the tendency masks 

of a granular synthesizer (Orton, Hunt & Kirk 1991) to assist in the process of generating a 

large amount of control data. York produced another graphical 1D CA tool (Katrami, Kirk & 
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Myatt 1991) which allowed timbral manipulation of a phase vocoder (Flanagan & Golden 

1966, Roads 1996). Timbral manipulation was achieved by using the CA output in two 

approaches, as frequency filters for the analysis data and also by applying the CA directly 

to the resynthesis process. The system used a fixed mapping of 512 pixels, the CA being 

scaled if not of this size. 

LASy (Linear Automata Synthesis) was an inspired attempt by Jacques Chareyron 

at forging an original direction for CA synthesis, using a 1D CA to create a model of sound 

evolution (Chareyron 1988, 1990). LASy creates a broad range of timbres from simple to 

complex and a screenshot is shown in Fig 2.25. The 1D CA is viewed as a wavetable and 

the cell values equate to sample values. Each generation of the CA thus becomes a time 

slice of the resultant sound stream, creating a self-modifying waveform based on the CA 

transition rules. Chareyron demonstrated that this process can be viewed as the operation 

of a digital filter on a time-limited signal. By using the sum of two neighbouring cells he 

went on to show that the basic Karplus-Strong plucked string algorithm (Karplus & Strong 

1983) could be simulated.  Interaction is via computer keyboard, mouse and MIDI in order 

to play and modify sounds. Sounds are organised as banks of instruments specifying the 

CA rule, an initial waveform and envelope settings. LASy runs on the Macintosh platform 

and is part of the University of Milan’s computer music workbench called Intelligent Music 

Workstation (IMW) and is also available on CDROM in (Miranda 2002). 

 

Fig 2.25 Jacques Chareyron’s Linear Automata Synthesis (LASy)  
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Chaosynth produces sound by using a 2D CA to drive a granular synthesizer, 

originally implemented on a Cray supercomputer at Edinburgh Parallel Computing Centre 

(Miranda 2003). The CA is modelled as a matrix of cells, where each cell is an identical 

electronic circuit existing in a state of polarisation, depolarisation or collapse. The program 

allows some interaction on the part of the user for adjusting CA circuit parameters, shown 

in Fig 2.26. These being two resistors within a potential divider and a capacitor regulating 

the rate of depolarisation. Equal sections of the CA grid are chosen from a “frequency 

pool” to control an oscillator, creating transitions from initial configurations into oscillatory 

patterns. Chaosynth also allows post processing of the CA output by multi-mode filters, 

ring modulators, envelope generators, low frequency oscillators, sample and holds, and a 

modulation matrix. This post CA section is very similar in architecture and operation to a 

traditional analogue synthesizer. Chaosynth is available as a commercial application for 

Windows and an older free Mac OS9 version by NYR Sound (NYR 2005). 

 
Fig 2.26 NYR Sound’s Chaosynth  
 

The MIDI R-D systems investigated by Andrew Martin at ACAT, described in the 

previous section, were also applied to the synthesis of sound (Martin 1995, 1996a, 1996b). 

These investigations were primarily with 1D R-D systems of both 24 and 32 cells. The 

output of the R-D systems created scores for an additive/FM CSound system, the number 
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of FM instruments being equivalent to the number of R-D cells. The temporal nature of 

timbre was emphasized in this study, with instruments having R-D control mappings for 

peak amplitude, FM rate, FM depth, attack and decay characteristics.  

  

 

Fig 2.27 A two dimensional Reaction-Diffusion (RD) process, complete system of 

256x256 cells (top left) and detail of the hexagonal cell structure (top right). 

Stretched out horizontally showing time evolving vertically downwards (bottom). 
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Martin further expanded this work to include multiple linked R-D systems of one 

and two dimensions with an interactive graphic interface and also utilising the Karplus-

Strong algorithm (Karplus & Strong 1983). Parameters were extended to include panning 

position/speed and pluck index. The R-D systems were connected in a tree branching 

structure in order to control the overall parameters of a sonic composition. An example of a 

two-dimensional RD system from a binary CA is shown in Figure 2.27, modeled with 

DDLab software. The system contains 256x256 hexagonal cells (top left), which can be 

seen in detail (top right). The visualisation shows a single time frame in the systems 

evolution. The temporal history of part of the system is shown in Figure 2.27 (bottom), 

where striking patterns are seen. Later work at ACAT by Tim Kreger investigated the use 

of 1D binary CA to control a Fourier based spectral filter (Kreger 1997, 1999). Here the CA 

was used to create an evolving band-pass filter, each cell determines if the respective 

band in the Fourier analysis will be resynthesised.  

The Centre for Computer Music at the University of Cincinnati have produced a 

real-time granular processing tool called ca (Vaidhyanathan, Minai & Helmuth 1999) for 

the SGI platform. A sound sample is selected and decomposed into grains, which are then 

passed through a bank of filters. A 32 cell binary 1D CA evolution controls the parameters 

of this bank of filters, transforming the harmonic structure of the grains.  

Virtual Waves, although no longer commercially available, was an early Windows 

application by Synoptic for building modular synthesis systems and rendering the result as 

a sound file. The CA module consists of a fixed 1D binary 32 cell CA additive synthesizer 

based on a user defined fundamental frequency. The frequency mapping is selectable as 

linear or logarithmic. The neighbourhood look up table uses 16 user definable sets of 4 

cells, which is an unusual choice. The majority of published 1D CA research often has a 

symmetrical neighbourhood of 3 or 5 cells. The number of generations is restricted from 1 

to 100, mapped to a total sound duration of between 100 and 10,000ms. Further sound 

synthesis control includes a variable smoothing function, affecting the attack and decay of 

the spectral components. 

 

2.6 Comparison of Music Systems 

Presented in Table 2.2 is a general comparison of the CA music systems reviewed, based 

on the main features. CA music systems are notated in the left column and features are 

identified in the top row. We are now able to compare differences and similarities between 

each system. The first four features relate to the architectures of the CA system used. We 
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can easily see differences in the architectures based on numbers of dimensions, cells and 

cell states, and of the rule types implemented. Following this are two further columns 

identifying the number of CA within each system, and their seeding mechanisms. The last 

two columns indicate the particular domains of application, MIDI or audio. 

 

 
Dimensions Cells Cell 

States 
Rules CA Seeding MIDI Audio 

Beyls CA 
Explorer 2.0 

1 12 2 - 8 3,5 or 7 
neighbour 

9 Random, 
user 

X  

Ca (CCM) 1 32 2 K2r1 1 Random  X 

CAM 
(Millen) 

1,2 and 3 1 and 2D 
up to 100 

2 K2r2, Life, 3D 
Life 

1 Random, 
Life forms, 

user 

X  

CAM OSX 
(Millen) 

1 35 to 700 
(in 5 fixed 

steps) 

2 - 3 K2r1, k2r2, 
totalistic k3r1 

1 Random, 
user, single 

seed 

X  

CAMUS / 

CAMUS 3D 

2 and 3 40x40 

12x12x12 

2 (Life) 

2 - 16 
(DCS) 

Life,Demon 

Cyclic Space, 
3D Life 

2 Random, 

user 

X  

CAW (York) 1 User 

specified 

2 K2r1, user 1 Random, 

user 

X  X 

Chaosynth 2 Up to 
999x999 

>=3 Chemical 
Oscillator 

1 Random  X 

FractMus 

2000 

1 128 to 512 2 K2r1 Up to 16 User X  

Harmony 
Seeker 

1 50 
(practical 
limit) 

4 
(practical 
limit) 

User Multiple as 
batch 

Random X  

LASy 1 512 per 
wave 

4096 Function / 
Time based 

Multiple Waveform  X 

Martin 1 and 2 24x24 NA R-D Multiple 

networked 

Equilibrium X X 

Reaktor Life 
Sequencer 

2 Arbitrary 
X/Y from 3 

to 32 

2 Life Single Random, 
Life forms, 

user 

X  

SoftStep 1 and 2 Up to 32 2 Life, HiLife 
and k2r1 

Multiple 
free 

assigned 

Random, 
user 

X  

Virtual 
Waves 

1 32 2 4 cell addition 1 Random, 
user 

 X 

 

Table 2.2 CA music system comparisons 

 

It is immediately apparent that the MIDI domain has proved more popular with 

researchers. The rule types and architectures used show a reasonable degree of diversity. 

The one dimensional CA is a popular choice for both domains and, perhaps not 

surprisingly due to its wider popularity, 2D/3D Life has also influenced researchers. A wide 

range of choice in the number of cells used is apparent, with Chaosynth allowing up to 

999x999 cells on a sufficiently powerful machine. It is surprising that many of the logic 
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based systems do not have enough cells for complex behaviour to emerge. With the 

benefit of the background knowledge of CA introduced in Section 2.2.3 it was shown that a 

reasonable minimum of around 150 cells are required. CAM OSX will produce complex 

behaviour, but cell size is restricted to five fixed settings. Fractmus 2000 is variable from 

128 to 512 cells, but only k2r1 rule 110 and 54 (and their equivalents) are said to exhibit 

complex behaviour. Peter Beyl’s system is the only venture going as far as the 7 

neighbour space, however the number of cells available severely limits the type of 

behaviour available. A larger number of cells will consume more computer resources and it 

should be noted that many of these systems were created in an age when computer power 

was significantly lower than today’s high powered desktops. 

York’s Cellular Automata Workstation and Andrew Martin’s Reaction-Diffusion work 

are prime examples of a unified approach at investigation of both audio and MIDI domains. 

LASy is particularly notable in that the number of states is equal to the 12 bit synthesized 

audio stream, resulting in a 4096 state CA. Overall the number of CA chosen is quite well 

balanced between single and multiple, and in the case of Andrew Martin’s work have been 

created as networked compositional structures. SoftStep theoretically allows this as the 

CA are specified as modules within a larger programming environment. Seeding 

mechanisms for CA are quite generic, where random, single cell and user specified seeds 

are the norm for logic based systems. In 2D/3D Life many starting combinations have 

been documented and these are often referred to as Lifeforms. Andrew Martin’s Reaction-

Diffusion systems are usually started at an equilibrium value, each cell subsequently 

undergoes a random perturbation to stimulate activity. LASy represents a special case and 

the starting conditions are a wavetable, which may be any combination of values within the 

table. 

The diversity of CA, mappings and domains used in these applications, though 

interesting, makes direct comparison somewhat difficult. Note and duration parameters 

have been the most widely investigated in the MIDI domain. Softstep offers the capability 

to explore all parameters, but these must be constructed by the user and, unlike the others 

does not represent an off the shelf CA system. Reaktor Life Sequencer is part of a 

programmable environment and theoretically allows for more exploration. However, it only 

contains eight fixed outputs from the CA so a greater programming effort would be 

required. In the domain of note specification four systems choose from a specified pitch 

set, whereas the remainder are generating either single or multiple note values from the 

CA output. Important musical parameters of loudness, note velocity, tempo and timing 
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show a marked lack of implementation. Sound synthesis rather than processing formed 

the majority of investigation in the audio domain. Granular synthesis has been the most 

popular method of mapping the CA output. The implementation of parametric control is 

evident in CAW, Chaosynth and the work of Andrew Martin.  Although many systems have 

been described not all are publicly accessible. CAM OSX, CAMUS 2/3D, NI Reaktor and 

the Algorithmic Arts applications are the most easily obtainable in the MIDI domain. For 

sound synthesis Chaosynth is the only one still being developed, but LASy can still be 

used under Mac OS9 and is certainly worth investigation. 

Based on the reviews presented an overview of the CA design process is 

visualised in Fig 2.28. This presents a perspective of the criteria and flow useful for 

generative music. The process may include a specification for desired behaviour, but this 

is not always apparent or necessary. The architectural and rule set variables once chosen 

comprise the definition of the required CA. This part of the process may be repeated to 

obtain more than one CA definition. Following this step the seeding, evolution and 

mapping strategies can then be formed. Interaction design issues have not been examined 

in this review, where the focus is on the CA architectures and the range of CA types 

investigated. Future work would benefit from examining interaction issues and how they 

relate to a particular compositional approach. 

Music based academic resources exist for deeper investigation of CA in various 

forms. The Stanford University Center for Computer Research in Music and Acoustics 

(CCRMA) course notes on algorithmic composition include an interesting section on 

implementing CA algorithms in Common Lisp Music. Binary CA of one and two dimensions 

are investigated and course notes are available (CCRMA 2005). Andrew Brown at 

Queensland University of Technology offers a 1D rhythmic CA and 2D Life as examples 

for the jMusic programming language, described in greater detail in (Brown, A 2005, 

Brown & Sorenson 2006). Under the leadership of Rudy Rucker the San Jose State 

University have created a 1D CA sound synthesis Java applet (Rucker 2005).  The Kyma 

Capybara sound design environment from Symbolic Sound Corporation, popular in the 

academic community, also includes 1D CA objects as part of its standard library. Kyma 

offers these as harmonic and rhythmic interpretations of the CA evolution (Scaletti 1997). 

The popular and free Super Collider program also has a CA class library available at 

(SCOL 2005).  
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Fig 2.28 Process overview of the CA based generative music reviewed.  
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2.7 Conclusions 

Algorithmic composition in music practice has been evolving for a long time and the last 

century has seen a dramatic change in the way these techniques are created. Generative 

art/music is an elusive term that can mean different things to different practitioners. It has 

not been the purpose of this review to define the term generative music, however this 

remains an interesting task for the cultural theorist and artistic practitioner.   

CA theory is a diverse and constantly changing area studied in many different 

ways. It is interesting to note that among the scientific community some also view their 

work from an artistic perspective. From their initial beginnings at the heart of computing 

science CA have become an important foundation in Artificial Life. The global dynamics 

perspective provides new insights on the study of these discrete dynamical systems.  The 

varieties of behaviour produced, in particular complex behaviour, are the subject of much 

detailed study. Attempts to predict behaviour have to contend with the accepted difficulty 

of the undecidable nature of the problem. The structure of rule spaces inferred from 

parameters that measure rule table properties is therefore difficult to visualise. The terms 

complexity and emergence are often used, and the scientific community offers a 

multiplicity of viewpoints. A prime area of CA research is in locating complex rules within 

rule space. The difficulty of locating complex behaviour lies in the overwhelming potential 

for chaotic behaviour in these astronomically large rule spaces. There have been several 

attempts to reduce the size of rule space, most notably by the use of totalistic rules. The 

totalistic rules, although containing the full spectrum of dynamic behaviours, are also 

symmetric and as such cannot represent the true nature of rule space without additional 

encoding and decoding. The totalistic rules however continue to be a useful, manageable 

and interesting subset for study. 

Within generative music CA has a long and diverse history. There is difficulty with 

comparatively assessing the diverse work published so far because it draws from a variety 

of different technologies and mapping strategies. There does not appear to have been 

much interdisciplinary working between the scientific world and the art world. The 

astounding variety of behaviour capable by such a simple mechanism has the potential of 

“pattern for free”. Chamberlin (1980) has noted that “historically, musical instrument 

makers have been quick to adopt newly available technology.” However, in regards to the 

technology of CA, commercial electronic musical instrument manufacturers have as yet 

shown very little interest. 
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The sonic artist and musician must be prepared to investigate the theoretical 

background in order to successfully employ this vast behaviour space within their 

compositional strategy. In using CA for generative music successful and sensitive 

application requires understanding of the science by the artist. Global dynamics and rule 

clustering are important concepts for the generative artist intent on using CA, and more 

importantly not esoteric or difficult to understand. CA music research to date has not dealt 

with these topics. CA behaviour space will remain an untamed wilderness for music 

application unless these concepts are acknowledged. The creation of scalable CA 

architectures and systems targeted at music applications can only be achieved by deeper 

research into this area.  

Although much work has been done with CA in music and sonic art, diversity and 

growth in applications will require further research with MIDI and sound. The majority of 

work so far has been conducted in the MIDI domain, particularly in note sequencing alone 

and further investigations are still imperative. The domain of MIDI loudness dynamics, and 

other temporal parameters, has received less attention to date. It is also clear that the 

focus has been building and describing the system, rather than aesthetics, composition 

process, general theory or technical evaluation. However, the music systems described in 

Sections 2.4 and 2.5 must be viewed in the context of an emerging discipline, in terms of 

both CA theory and musical technology. These pioneering efforts should not be 

underestimated, and constitute a valuable foundation for generative music.  
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Chapter 3 

Methodology 

 

This chapter describes the research methodology in terms of approach and technique. The 

approach is reflective practice based and its creative origins are drawn from experimental 

music. Reflective practice is a method of researching within a practical context that places 

priority on change, making tacit knowledge explicit, the process of exploration, and the 

affirmation of results. The techniques for application are concerned with global dynamics 

and its associated theory, combined with algorithmic composition. A deeper analysis of the 

global dynamics of CA are examined and presented with a minimum of mathematics, 

sufficient to give background for the work. An overview of the tools used within the thesis is 

given. Finally, a plan of focused investigations and their evaluation strategy is described.  

 

3.1 Approach 

The aim of this work is to give CA based generative music a significant shift of context, 

impacting both the artist and scientist. The application of algorithms within arts practice is 

a recognised growth area and the way computers are changing this is important (Candy 

and Edmonds 2002). The objectives and outcomes of this work are to demonstrate a new 

perspective on rule space structure. This is achieved through focused investigations : 

 

• Approach based on reflective practice and experimental music 

• Techniques of music composition practice and global dynamics  

• Documentation of process 

• Empirical observation and reflective evaluation 

 

The notion that computer science can develop new understandings through 

empirical inquiry was expounded by Allen Newell and Herbert A. Simon (1976). Computer 

science and “its unique forms of observation and experience do not fit a narrow stereotype 

of the experimental method. Nonetheless, they are experiments.” In their view “the 

phenomena surrounding computers are deep and obscure” and the gain from 

experimentation is a “permanent acquisition of new techniques”. Their point is also a social 

one, seeking to express that computers are not purely for economic use, and “that it is 

these techniques that will create the instruments to help society in achieving its goals.” In 

their opinion the evolution of the computer itself was originally motivated on a theoretical 
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level, and our experiences with it have meant that later steps in development “all have 

deep empirical roots”.  

Discussing “what has and has not been done” in the theory of CA, McIntosh 

(1990b) has suggested that advances in computer power will enable new insights into CA, 

“very likely through empirical observation.” McIntosh goes on to discuss the shortage of 

practical applications, whether “physical, biological, social, mathematical or whatever” 

which can be “shown to follow a rule of evolution which would qualify them as cellular 

automata.” Wuensche (2002) putting forward a conceptual framework for biomolecular 

networks, based on attractor basins of CA and random Boolean networks, also notes that : 

“Discrete dynamical networks, as abstract systems, manifest ubiquitous emergent 

properties which transcend any particular context, studied for their own sake, not just as 

models of something else.” This serves as a reminder that there is interest in these 

systems as tools, but also as objects of intellectual stimulation. 

 

3.1.1 Reflective Practice  

Reflection-in-action (Schön 2003) is a method of researching within a practical context, 

linking the “art of practice in uncertainty and uniqueness to the scientist’s art of research.” 

Professional practitioners depend on tacit knowledge in their day to day practice. 

Research based theories and techniques are used consciously by professionals, but 

dependence relies on tacit judgements, recognitions and performance. Schön describes 

tacit knowing (Polanyi 1983) as knowing-in-action, and defines this type of knowing as 

having the following properties : 

• actions, recognitions and judgements carried out spontaneously 

• often unaware of learning to do them 

• sometimes once aware, subsequently internalised 

• usually unable to describe the knowing 

Reflection-in-action is the recognition that, sometimes when using tacit knowledge, 

professionals think about what they are doing and the experience of surprise has 

importance. Unintentional creations are often reflected on more than the intended outcome 

of a process. I have sometimes made use of accidents and errors within my own 

compositions. Schön gives detailed accounts and examples, such as reflecting on ”winning 

habits” in baseball, jazz music and architectural design. Such processes tend to focus on 

action outcome, the action, and intuitive knowing implicit in the action. Schön borrows the 

notion of practice situations as “problematic situations characterized by uncertainty, 
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disorder, and indeterminacy” from John Dewey’s theory of inquiry. Practitioners must make 

sense of the complexity and somehow reduce the uncertainty to a manageable level. This 

may be approached through problem setting rather than problem solving. Schön defines 

problem setting as : “a process in which, interactively, we name things to which we will 

attend and frame the context in which we will attend to them.” To solve a problem it must 

be mapped “to the features of the practice situation”. Problem setting decides what is 

treated as the “things” of the situation and the boundaries of attention. This allows for 

deciding right and wrong, and potential directions for change. Three main aspects of 

reflective practice are : 

 

1. Frames  

2. Repertoire of exemplars / facts 

3. Research on fundamental methods of inquiry and overarching theories  

 

Frames set the bounds of practice and provide a reference for the practitioner. A 

problematic situation is addressed by a new way of setting or framing the problem. The 

practitioner enters into a process making the situation adapt to the frame.  Bounding the 

process within a frame enables a practitioner to utilise, build or add to a repertoire of 

descriptions, exemplars and facts. A repertoire includes a practitioners’ past experiences 

of understanding and action. Making sense of a unique situation entails seeing it as 

something from an existing repertoire. Seeing it as both similar and different to the unique 

situation, as a precedent or metaphor. This can result in a new way of seeing and the 

possibility of a new action for the situation. Fundamental methods of inquiry and 

overarching theories are connected to the two previous methods by assumption that a 

practitioner’s fundamental principles closely connect to frames and repertoire of 

exemplars. These methods and theories are the springboards for making sense of new 

situations, enabling the restructure of practice. The key element, according to Schön, is 

the creation of themes “from which, in these sorts of situations, practitioners may construct 

theories and methods of their own.”    

A practical context places priority on the interest in change, and the logic of 

affirmation and exploration. The boundaries of experimental rigour in reflective practice are 

set by this logic of affirmation. The structure of reflection-in-action according to Schön 

suggests two kinds of experimenting : 
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• exploratory experiment - action undertaken to see what follows, without 

accompanying predictions or expectations  

• move-testing experiment - action to produce intended change  

Experimental evaluation of problem framing takes into account the ability to both solve the 

problem, the appreciation of unintended effects, and especially with the production of a 

coherent artifact and an idea that is understandable. A further evaluation is the ability to 

keep inquiry moving. Schön described exploratory experiment as succeeding when “it 

leads to the discovery of something there.” An example of positive unintended change 

given by Schön is a move-testing situation in chess where you accidentally checkmate 

your opponent. This is clearly a good move and you don’t negate it because the result was 

unintended. He suggests the opposite of this as giving a child money to stop them crying, 

but the unintended effect is the child learns to cry for money, clearly a negative effect. 

Approaching a problem by reflective practice allows the enquirer to remain open to the 

discovery of new phenomena, not necessarily associated with the initial problem setting. 

 

3.1.2 Theme : Behaviour Mixtures for Experimental Music  

The experimental music tradition has loosely evolved from the musical ideas of various 

composers and artists throughout the 20th century. The evolving concepts and 

methodology of this music were suggested in (Nyman 1999). Composers such as John 

Cage and Edgard Varèse were unimpressed with the pitch and harmony language 

structure of traditional music. In the early twentieth century the use of tonality for 

organisation diminished as other methods were defined. Cage saw that serialism was 

restrictive by imposing avoidance on certain combinations of tones. Cage (1973) stated : 

“The opposite and necessary coexistant of sound is silence.” The four basic components 

of sound are pitch, timbre, intensity and duration, and duration is seen as the commonality 

between sound and silence. Based on this assumption Cage stated : “Therefore a 

structure based on durations (rhythmic: phrase, time lengths) is correct (corresponds with 

the nature of the material), whereas harmonic structure is incorrect (derived from pitch, 

which has no being in silence).” In terms of reflective practice Cage’s “acts the outcome of 

which are unknown” could be viewed as a form exploratory experiment. Cage however is 

interested in action and indeterminacy, and does not judge the outcome : “… here the 

word ‘experimental’ is apt, providing it is understood not as descriptive of an act to be later 

judged in terms of success or failure, but simply as of an act the outcome of which is 

unknown. What has been determined?” Cage (1973). 
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Brian Eno created the record label Ambient with the aim of using perceptions and 

understandings from experimental music (Nyman 1999). In answer to the question “What 

was the experiment?” Eno suggested that it may be the continual re-asking of the question 

“what also could music be?” The conclusions of experimental music for Eno was that 

music “… didn’t have to have rhythms, melodies, harmonies, structures, even notes…” 

such as in Cage’s silent composition 4’33’’. Ferruccio Busoni (1911) in his writings “Sketch 

of a New Esthetic of Music” has previously discussed silence stating : “The tense silence 

between two movements - in itself music, in this environment - leaves wider scope for 

divination than the more determinate, but therefore less elastic sound.” Busoni asks us to 

“Respect the Pianoforte!” stating that “The pedal is in ill-repute. For this, absurd 

irregularities must bear the blame. Let us experiment with sensible irregularities.” 

According to Eno the experimental musician was more concerned with how 

processes are employed in composition, than the final composition. Experimental music 

has often been termed a “music of process rather than product”. Eno concludes : “If there 

is a lasting message from experimental music, it’s this: music is something your mind 

does.” Nyman’s work on approaching a definition of experimental music composition 

suggests that : “Experimental composers are by and large not concerned with prescribing 

a defined time-object whose materials, structuring and relationships are calculated and 

arranged in advance, but are more excited by the prospect of outlining a situation in 

which sounds may occur, a process of generating action (sounding or otherwise), a field 

delineated by certain compositional ‘rules’.”  

This focus on process is summed up by Nyman as a being a relationship between 

chance (arbitration) and choice (organisation). Nyman produced a list of five processes in 

an attempt to partially classify experimental music, with the understanding that it can only 

be partial in this nebulous area. An overview of these processes is shown in Table 3.1.  

 

Chance 

Determination  

Random numbers,telephone directories, I Ching 

People Performers moving through given or suggested material 

Contextual Actions dependent on unpredictable conditions and on variables 

arising from the music 

Repetition Extended repetition as means of generating movement 

Electronic Electronics as means of generating music 

Table 3.1. Nyman’s Categories for Experimental Music Processes 
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Chance determination processes, popularised by Cage, are often used to keep the 

composer removed from the material and allowing this to be determined by some specified 

system. People processes, where performers move through given or suggested material, 

can be seen in the work of Morton Feldman. In Feldman’s Piece for Four Pianos the 

players start together at an agreed tempo but are free to choose note durations. 

Contextual process are based on actions dependent on unpredictable conditions and the 

variables arising from within the music. Repetition processes are used as sole means for 

generating movement, as in the gradual process music of Steve Reich. Electronic 

processes are used to generate music by some form of electrical technology. 

 Leigh Landy (1991) put forward a critical appraisal of experimental music, “the 

music of sounds (and not just notes)”, suggesting that as artists we “should become better 

informed about what technology is and how it might be applied.”  Addressing the issue of a 

definition of experimental music Landy states that there has been no “effect in unifying the 

term’s meanings” despite its frequent use, and identifies four distinct views of what it might 

be, summarised in table 3.2. The fourth, based on innovation taking priority over 

craftsmanship within composition is Landy’s definition of experimental music, with most 

experiments involving both musical and extra-musical issues. 

1) Avante-garde A general grouping of “new” or “contemporary” music with 

the word experimental 

2) Laboratory Music made in the laboratory by applied electronic 

technology 

3) Indeterminacy/Aleatory Chance based music at 4 possible levels of operation 

between i) composer & score, ii) score & performer, iii) 

performer & sound recording, iv) sound recording & 

listener 

4) Innovation  Innovation takes priority over general craftsmanship, can 

include laboratory and indeterminate / aleatoric music 

Table 3.2. Leigh Landy’s (1991) experimental music definitions. 

 

 Landy’s credo is that “composition of experimental music is approximately equal to 

the function [in time] of a sum of as many sound parameters as you choose” and 

“parametric research” probably has the most importance. Landy cites Josef Häusler’s 
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definition of the term parameter : “Musical parameters are all sound or compositional 

components which can be isolated and ordered.” Personally I prefer to use the term 

controlled, in place of ordered, as this does not imply order or disorder in the way a 

parameter is adjusted. Landy suggests that Cage, in putting forward indeterminacy has 

given us “an alternative, an extreme end point belonging to the parameter, determinism.” 

Of course, the definition of what is (whatever type of) music is somewhat 

problematic, because it can mean different things to different people. It may encompass 

the complete expression of emotion/feelings to the complete absence of self-expression. 

As Chamberlin (1980) states : “Music may either express an emotional point or merely be 

a spectacular display of sound” and “True, some of the world’s best music has a strong 

emotional appeal but that alone is not sufficient.” A good background on contemporary 

approaches to music composition can be found in (Cope 2000). In much contemporary 

music, aspects of tonality, melody, harmony and other traditional techniques are not 

accepted as rigid standards of composition.  

 The abstract notions of order and chaos are quite familiar in a musical context. 

Hiller and Isaacson (1959), early experimental computer music pioneers on the Illiac 

machine, stated : “that the process of musical composition can be characterized as 

involving a series of choices of musical elements from an essentially limitless variety of 

musical raw materials. Therefore, because the act of composing can be thought of as the 

extraction of order out of a chaotic multitude of available possibilities” it can be studied by 

computational techniques and the process of composition can be formalized. They 

recognize also that “the degree of imposed order is itself a significant variable” in that a 

piece of music may be completely ordered, or have a complete “absence of order, namely, 

chaos” and that this selection process “has long received widespread recognition.” They 

site Aristoxenus in the fourth century B.C. as a primary example and Stravinsky as a more 

recent example, of musical composition as a selection of order from chaos. The question 

Hiller and Isaacson then raise, suggesting that music falls somewhere between order and 

chaos, is “how much order is imposed” during musical composition? They then conjecture 

that changes in musical style are fluctuations between these two extremes, “first toward 

one pole and then toward the other.” They are careful to point out that they do not find it 

necessary “to assess the value of order or of chaos” because this tends “to confuse these 

terms with stylistic problems.” An example given by them is that order has often been 

associated with “classicism” and disorder with “romanticism” or “expressiveness.” They 

cite recent examples of opposite views, Stravinsky associating order with good, and Cage 
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as the opposite where disorder is the desired goal. The discrete aspect of music is also 

mentioned and they define “the basic texture of music as an assembly of discrete symbols” 

with a few exceptions “such as continuous dynamic changes” of volume, also pointing out 

“almost all music notation, in fact, is based upon a definition of discrete musical elements.” 

They suggested that “the composer is more of an empiricist who seeks out new musical 

forms.” The composer using computers is no longer interested in selecting individual 

notes, rhythms and so forth, therefore this “could result in a very different attitude toward 

specific musical details, and they might cease to have the importance we now attach to 

them.” 

 György Ligeti’s composition Poème symphonique presents an excellent example of 

using the process of order from chaos as a piece of music (Toop 1999). Ligeti uses 100 

metronomes, all set up at different speeds, started and then allowed to run down. The 

result is total chaos at the start, giving way slowly through varying sound complex’s to an 

ultimate and final silent order. Toop points out that there is a “dialectic of order and 

disorder” in much of Ligeti’s compositional work. Toop quotes Ligeti referring to his 

composition San Francisco Polyphony, as stating how “an exchange takes place between 

order and chaos. The individual melodic lines and figures are innately closed and ordered, 

but their combinations, both simultaneous and successive, is chaotic.” Some pieces, such 

as Continuum, are highly ordered and repetitive in their construction, and his piano etude 

Dèsordre (Disorder) is “remorselessly organized.” Ligeti is said by Toop to prefer 

“complexity to simplicity, so long as the former is not associated with having lots of notes.” 

Ligeti is intrigued by scientific research, and sees artists and scientists as “exploring 

connections which others have not yet recognised, and sketching structures that have not 

yet existed.” Landy (1991) has stated that : “Ligeti is without doubt one of the most 

successful composers of experimental music” in terms of accessibility to the listener.  

 The notion of a variable music parameter of “this fleeting and many-sided concept” 

disorder was put forward by architect/composer Xenakis (1992) in his book “Formalized 

Music”. In parallel with Wuensche’s comments on complex behaviour in the previous 

chapter, Xenakis comments that both “mind and especially the ear [are] very sensitive to 

the order and disorder of phenomena.” By assigning disorder to the role of a parameter, 

Xenakis is then able to apply this concept to any particular musical event. The degree of 

order or disorder was based on the measure of entropy from communications theory, and 

Ashby’s quantity of variety from cybernetics (Ashby 1956). So Xenakis was in effect taking 

a similar approach to standard scientific thinking in creating this parameter, cf. Langton’s λ  
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parameter or Wuensche’s Z parameter.  Xenakis’ stated that “in fact sonic discourse is 

nothing but a perpetual fluctuation of entropy in all its forms.” Disorder as a basic 

parameter within music was described by Xenakis in a number of diagrams to illustrate his 

viewpoint.  An example of one of these diagrams is shown in Fig 3.1, where the lines 

indicate glissandi in the strings. The axes are not labeled and Xenakis freely interchanged 

the time and pitch on these axes.  

 

Fig 3.1 Xenakis’ illustration of the musical parameter of disorder 

 

 Although Xenakis used concepts from communication, information and cybernetic  

theories he was unhappy with the priority placed on treating “music as a message which 

the composer (source) sends to the listener (receiver).” This criticism accepted the value 

of these concepts for the technicalities of communication, but not in terms of aesthetic 

values, stating : “Identifications of music with message, with communication, and with 

language are schematizations whose tendency is towards absurdities and dessications. 

Certain African tom-toms cannot be included in this criticism, but they are an exception.” 

Xenakis agrees that music covers many areas, but suggests that “expressions of sadness, 

joy, love, and dramatic situations are only very limited particular instances.”   

Xenakis’ thoughts on music and complexity have been noted in the detailed 

interviews by Bálint András Varga (1996). Xenakis has debated “that if music reaches a 

point where it becomes too complex, you need a new kind of simplicity. Complexity is not 

synonymous with aesthetic interest.” For Xenakis, obtaining a powerful tool for dealing with 

complexity “is related to the universal evolution from minimum entropy to higher entropy 

and, indeed, to the aesthetic aspect of controlling the formation” and “the smoothness or 

abruptness with which one goes from one to the other.” Xenakis also states : “Complexity 
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is brought about  by regular patterns that intermingle until you can’t follow them” which has 

at least some similarity with Langton’s comments of complexity being a mixture of order 

and disorder. Cellular Automata and many other mathematical systems are interesting for 

Xenakis as they “bring one right to the frontiers of determinism and indeterminism.”  For 

Xenakis this “struggle between constant and change can be found in music and every 

other phenomena.” Xenakis held a fascination for the ‘black box’ approach to music, noting 

that both fugue and minuet are “loosely speaking” an automaton. More importantly 

Xenakis states, “music is not a language: it doesn’t have the task of expressing something 

through sounds and symbols. Music stands by itself, there’s nothing beyond it”, which is 

not an uncommon view from experimental music practitioners. Varga asked Xenakis of his 

music : Where does that savageness come from? to which Xenakis replies : “The universe 

is like that too. I don’t think music ought to be pleasant all the time. Profound music is 

never like that. Sometimes, perhaps, but most of the time it is fearsome. No really great 

music is tender.” Xenakis is also one of many experimental composers using algorithms 

who is happy to modify the output for musical ends. Much debate as to whether or not one 

should tamper with the output has caused Xenakis to state : ”The machine gave me this so 

I have to respect it. This is totally wrong, because it was he who gave the machine the 

rule. My approach is similar to Le Corbusier’s, because he pitched his sights higher than 

the rules.” I have always supported this attitude, and editing or otherwise altering what one 

obtains I accept as part of composition practice.  

Wider discussion is beyond the scope of this work, however, the work of Leonard 

Meyer (1956) on musical tension and release, and the creation of order from chaos, is 

suggested as further reading. What is clear from the paradoxical range of statements and 

views presented above, is that all types of behaviour are interesting, although each 

individual composer has their own view on how to utilise them in practice.  An example 

visualisation of ordered, complex and chaotic CA behaviour converted to music is shown 

in Fig. 3.2, with example CA evolutions shown to the right. This serves to illustrate, but not 

define, the notions of order, complexity and chaos from a musical perspective. In reflective 

practice terms the problem setting theme of this thesis will be viewed as producing 

mixtures of behaviour from rule space. Now that a problem setting frame has been 

established the tools and techniques used to solve it are presented in the following 

section. A complete picture of the thesis in a reflective practice context can then be given.   
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Fig 3.2 Musical visualisations of ordered, complex and chaotic CA behaviour. 

Creating mixtures of behaviour represents the problem-setting theme of the 

reflective practice approach.   

 

3.2 Tools and Techniques 

This section describes the tools and techniques applied in subsequent chapters, placing 

them in a reflective practice context. The enabling music technology for composition is 

described with sufficient, but less detail. There are a great many excellent accounts on 

music composition technology covering theory and practice, from elementary to advanced 

level. These sources will be discussed and references to the standard texts will be 

provided. Global dynamics and its associated theory will be presented in more depth and 

forms the greater part of this section. New insights on rule space structure are derived 

from global dynamics, therefore it represents an important foundation to understanding the 

thesis. 

 

3.2.1 Repertoire Exemplar : Music Modules 

The reflective practice exemplar will be the concept of the music module, well known in 

most electronic or computer based artists repertoire. The modular voltage controlled sound 

synthesizer is a set of these components or modules that can be interconnected. This 

concept had significant impact on the creative and institutional climate of the early 1960s 

(Schwartz 1989), and continues to have great importance in electronic music. The ability to 

control compositional parameters in realtime was a great advantage over the computer 
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and tape methods of the 1950s. Computers were not designed for electronic musical 

purposes directly and the modular synthesizer was the first wide spread use of technology 

for this purpose. Sound synthesizers are constructed with analogue, digital or hybrid 

technology and may be implemented in hardware or software format.  

The following description of modularity in sound synthesis is based on the excellent 

overview given in Chamberlin (1980). A modular synthesizer is a collection of modules 

interconnected by switches or wires for the purpose of making electronic music. This 

allows for an enormous amount of variety in setting up the instrument. The modules are 

usually of the form of a “black box” with signal inputs and outputs. Signals are either for 

carrying audio or for control of module parameters. The fundamental power of these 

systems derives from the ability to interchange these signals. The only difference between 

them is their rate of change, a control signal operates at a much slower rate than an audio 

signal. Another fundamental property is their modularity, each module is independent so a 

system may easily have modules added or taken away.  

 

 

Fig 3.3 Typical characteristics of a synthesizer module, after Chamberlin (1981) 

 

 The typical characteristics of a module are shown in Fig 3.3 showing the classes of 

input and output. A single module will normally contain some subset of these. Mechanical 

inputs are normally for the human and may take the form of knobs, switches, pressure 
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plates and so on, often fixed to the front panel of the module. Mechanical output is often in 

the form of lights or meters to give a visual indication of module activity, again often on the 

front panel. Audio signal inputs are usually designated for sound, but may accept control 

signals, and vice versa. Likewise the audio signal outputs produce sound, but may be 

used for control. Control signals are normally used for controlling sound parameters, but if 

generated at a fast enough rate can produce audio signals. Modules are usually grouped 

according to their basic function, although some modules may overlap in function. 

Chamberlin assigns modules to three basic groups : 

• Transducers : Control sources dependent on some form of input e.g. keyboard 

• Generators : Similar to transducers, but produce a predefined type of output that 

can be influenced by mechanical and control inputs. e.g. audio signal = oscillator, 

control signal = envelope generator (generates a contour for controlling other 

parameters)  

• Modifiers : Accept audio and control signals, modifying a designated input signal 

e.g. amplifier 

A modular synthesizer is normally “patched” together in order to produce a sound, 

commonly by the use of patch cord wires or some kind of switch matrix. An excellent non-

technical account of the history and cultural background of modular synthesizers can be 

found in (Pinch and Trocco 2002). 

 

3.2.2 Frame : Music Composition  

The reflective practice frame will be set as composition practice of generative 

music. The music tools will again be familiar to many electronic and computer based 

artists, and do not need to be described in depth. A basic overview of the tools is given in 

Table 3.3 along with the application area within this work. Max is a programming 

environment that allows many different types of objects to be interconnected in a modular 

fashion, to form what is commonly known as a “patch” (Cycling74 2006). Control can be 

achieved by passing messages along connecting cords drawn between objects. Max 

functions in two modes called edit and run. In edit mode the system is fully functional and 

allows changes to be made to a patch while it is being used. In run mode the patch is first 

compiled and may then be used on other machines, but the patch is locked and cannot be 

edited any further. This tool will be used for the composition examples in the next chapter, 

using Bill Vorn’s CA max object (IRCAM 2006).  
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Tool Application 

Max MIDI programming environment 

Komplete 2 Software based suite of music programs, 

including modular synthesis and sound 

sampling. 

AC Toolbox Algorithmic composition software 

Logic Express General purpose software environment for 

Audio/MIDI composition and arranging  

Mathematica Mathematical programming environment, 

built in Cellular Automata function. 

Discrete Dynamics Laboratory (DDLab) Software for exploring the global dynamics 

of CA and other related discrete networks. 

Table 3.3 Overiew of tools used in composition process 

 

 

Fig 3.4 A typical screenshot of AC Toolbox 
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Komplete 2 is a suite of music programs produced by Native Instruments, and 

includes many useful instruments including modular systems (NI 2006). The packages 

used from Komplete 2 are Absynth (synthesizer) and Reaktor (modular synthesizer/sound 

sampler). Different synthesizers and sound samplers for Reaktor are commonly referred to 

by the name “ensemble”, similar to the Max concept of the “patch”. AC Toolbox is a 

pioneering tool for algorithmic composition, produced by Paul Berg at the Institute of 

Sonology in The Netherlands, available for free on the internet (Berg 2006). AC Toolbox is 

used to import CA data, produce MIDI event sequences and files for import into other 

programs, such as Logic Express or Reaktor. A screenshot of this program is shown in Fig 

3.4, showing a typical layout of dialogue boxes and data display. Logic Express, made by 

Apple, is a general purpose software environment for Audio/MIDI composition, arranging, 

final production and mixing (Apple 2006). A screen shot of Logic Express showing a typical 

layout is shown in Fig 3.5. 

 

Fig 3.5 A typical screenshot of Logic Express, showing from clockwise top left,  

note sequence, arrangement, mixer and sound editing. 

 

There will be two tools used for the investigation of CA, Wolfram’s Mathematica 

and Wuensche’s Discrete Dynamics Laboratory (DDLab). Mathematica, a popular tool in 

the scientific and research community, is a mathematical programming environment which 
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contains a built in Cellular Automata function (Wolfram 2006). Discrete Dynamics 

Laboratory (DDLab) is a complete software environment for exploring the global dynamics 

of CA and other related discrete networks (Wuensche 2006). DDLab is the main tool used 

for investigation of CA in this thesis.  

 

3.2.3 Fundamental Method and Overarching Theory : Rule Space Structure  

Rule space structure forms the fundamental method and overarching theory in the problem 

setting theme of creating CA behaviour mixtures. A deeper account of the global 

dynamics, rule symmetry categories and rule clustering of CA is now presented to give 

sufficient background for the remaining chapters. All of what follows is based on 

(Wuensche & Lesser 1992, Wuensche 1997), unless otherwise referenced. The reader is 

strongly urged to read this literature, freely available on the DDLab website, for a more 

thorough account of global dynamics, symmetry categories and rule clusters (Wuensche 

2006).  

 

Fig 3.6 Wiring of periodic boundary cells (left and right) and cell 4 (centre) of an 8 

cell 1D CA with three neighbours. 

One dimensional systems are the simplest CA architecture and will be used for the work 

described in this thesis. The cells of these systems are circular due to the periodic 

boundary conditions, where the edge cells are wrapped around during computation. The 

wiring for the edge cells and cell 4 of an 8 cell 1D CA with three neighbours is shown in 

Fig. 3.6. Here we can see two time steps of the system from t0 to t1. Each cell updates 

itself based on the value of its own state and the states of its immediate neighbours. 

Evolution over time results in a sequence of cells on a cylinder, as shown in Fig 3.7. The 

spacetime diagrams effectively show a flattened version of this cylinder. 
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Fig 3.7 Time evolution of 1D CA with periodic boundary conditions and three 

neighbours. 

Following Wuensche’s convention in DDLab the number of state values is 

represented by v and the number of cells in the neighbourhood by k, this vnkn 

terminology will be adopted in this thesis. This differs slightly from Wolfram’s numbering 

scheme of k as the number of states and r as the neighbourhood radius. Wuensche’s 

numbering scheme allows for even numbers of cells within a neighbourhood. The total 

number of rules within any rule space equals  The number of cells contained within 

any 1D CA is termed the system size, represented by L.  

In a finite deterministic CA all state transitions must eventually repeat with period 1 

or more. States are either part of an attractor cycle or lie on a transient leading to the 

attractor cycle. If a transient exists there will be states unreachable by any other states at 

the extremity. These extremities are called garden of Eden (goE) states. All transients 

leading to an attractor, and the attractor cycle, is termed the basin of attraction (boa) of 

that individual attractor. An example basin of attraction for v2k3 rule 110 at L = 8 is shown 

in Fig. 3.8, formally termed a state transition graph. The nodes on this graph represent the 

global states of the CA, linked by directed arcs. The global state is commonly represented 

by a binary bit pattern, a decimal or a hexadecimal value. The set of all possible global 

states of the CA cells is termed the state space which equals vL
. A node can have zero or 
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more incoming arcs from nodes at previous timesteps, but the deterministic nature of CA 

restrict them to only one outgoing arc (out-degree) to a successor state. In other words a 

state has only one future, but may have between none (i.e. goE) or many previous 

histories. The degree of pre-imaging (in-degree) is the count of incoming arcs to a 

particular node.  

 

Fig 3.8 Basin of attraction, a state transition graph of CA states. Example basin from 

rule 110 at L = 8 is shown. 

 

State space for a particular CA rule and size is populated by one or more basins of 

attraction, termed the basin of attraction field. The boa field may contain equivalent basins, 

where the states of other basins are rotationally symmetric. An example of a complete 

basin of attraction field for v2k3 rule 110 at L = 8 is shown in Fig 3.9, where only non 

equivalent basins are shown. DDLab constructs boa fields by the computation of pre-

images of all states by a reverse algorithm, and can suppress rotationally equivalent 

basins or subtrees during display. Certain rules have a limited branching structure, 

allowing a simpler algorithm for constructing their pre-images, and are known as limited 

pre-image (LP) rules. This results in a fixed maximum number of pre-images for any given 
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state, irrespective of CA size, enabling a much simplified reverse algorithm for determining 

the pre-images for these rules.  

 

Fig 3.9 The basin of attraction field can be populated by one or more basins. The 

field for rule 110 at L = 8, with only non equivalent basins is shown. 

 

A number of global dynamic measures can be taken, for example, the number of 

basins in the field, garden of Eden states, the attractor periods, basin sizes, maximum 

transient length and cycle period. Attractor basin topology reflects the dynamics of a CA 

rule and can be used as a method of identifying ordered, complex and chaotic behaviour. 

The goE density and in-degree frequency distribution of pre-images are two measures of 

CA dynamics. Ordered rules are classified by very high goE density and large numbers of 

high in-degrees. Complex rules will have medium values for both. Chaotic rules have a low 

goE density and large numbers of low in-degrees. 

An important point to note are the constraints on the dynamics of CA with periodic 

boundaries, associated with its self-organising behaviour. These constraints relate to the 

existence of basin symmetries, rule equivalences and clustering.  The rotation symmetries 

of state space “severely limit” CA in their ability to achieve a flexible categorisation of state 

space. Rotation symmetry consists of states where the circular array can be divided into 

what are termed repeating segments. Repeating segments are segments where the states 

can be rotated and still appear identical. The number of cell rotations required is the size of 

the repeating segment and is termed g. Rotation symmetry and its appearance will depend 

on numeric properties of the system size L, and affects attractor cycle length and basin 

field topology. Rotation symmetry is termed s, and s = L/g. A whole array of cells as one 

indivisible segment, termed a disordered state, would have a value of s = 1, because g = 

L. The highest degree of rotation symmetry is the uniform state, for example where the 
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cells are all 1, or all 0. A CA evolution cannot produce a decrease in s because this would 

imply that repeating segments are not treated equally, which they must be within a circular 

CA architecture. Attractor cycles will also keep s constant as a result of this restriction. A 

further restriction is that transient evolution can only keep s constant or increase it, 

therefore it can only proceed as  : 

disordered states - - -> segmented states, s increasing - - -> uniform states 

and examples of this are shown in Fig 3.10. Global states may also contain bilateral 

symmetry, which can increase on transients, but remains constant on the attractor. 

Bilaterally symmetric states may be segmented or disordered. A single active cell set at 1, 

among 0’s is therefore a disordered state by this definition, but also has bilateral 

symmetry.   

    

s = 1 

g = L 

s = 2 

g = L/2 =8 

s = 4 

g = L/4 = 4 

s = L 

g = L/L = 1 

Fig 3.10 Possible evolution stages in system size L = 16 from a disordered state, 

through increasing rotation symmetry (s), to a uniform state. 

 

The 8 entries in the 1D v2k3 elementary rule transition table are defined as T7 to 

T0 left to right. Elementary rules can be simply visualised (Flake 1999, Wolfram 2002), an 

example for rule 90 is shown in Fig 3.11 (top). At the top are three cells representing the 

cell neighbourhood, and below this a single cell showing the rule for the cell value for the 

next time step in the evolution. The transition rule is therefore specified by an 8 bit binary 

number between 0 and 255 (Wolfram 1983), shown in Fig. 3.11 (bottom). These rules can 

be grouped into 88 equivalence rule classes, by negative, reflective and composite 

negative reflective rule table transforms, with a maximum of four rules per equivalence 

class (Walker & Aadryan 1971, Walker 1971, Walker 1987). In a rule cluster three basic 

rule table transformations are defined as shown in Table 3.4. The negative transform is, in 

either order, inversion and four pairs of entries being swapped. For example in the first pair 

T0 becomes T7 and T0 becomes T7. The remaining pairs indicated are swapped in the 
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same manner. The reflection transform involves pair swapping {T6 <-> T3} and {T4 <-> 

T1}. A further method called the complementary transform inverts the rule table contents. 

The rule cluster axis is shown, below Fig. 3.12 (left) and the rule cluster layout is shown, 

below Fig. 3.12 (right).  

 

111 110 101 100 011 010 001 000 

0 1 0 1 1 0 1 0 

Fig 3.11 Transition rule table (rule 90), visual representation (top) and binary 

representation (bottom). 

Negative Rule table is inverted & T pairs swapped :  

 {T0 <-> T7}, {T1 <-> T6}, {T2 <-> T5}, {T3 <-> T4}  

Reflection T Pairs swapped : {T6 <-> T3} and {T4 <-> T1} 

Complementary Rule table entries are inverted 

Table 3.4.  Rule table transformations for v2k3 rules 

 

The lowest rule number (R) identifies a cluster and is always positioned in the top 

left corner. The negative (Rn) and reflection (Rr) transforms are identified along with a 

composite transform, the negative reflection (Rnr). The complement transform (Rc) also 

has corresponding negative (Rcn), reflection (Rcr) and negative reflection (Rcnr) 

transforms. 

              

Fig 3.12 Rule cluster axis (left) and layout (right) 
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Each rule cluster has two boa fields, one for the top layer (R) and one for the 

complementary bottom layer (Rc), if it exists. Rule clusters contain 2, 4 or 8 different rules 

depending on whether the transformations result in the same rule number. For both layers 

the other transformed rules have identical boa measures and the states in spacetime are 

simply related by being negative (Rn), mirror image (Rr) or both (Rnr), an example is 

shown in Fig. 3.13. The complementary layer Rc will be closely related to the R layer in 

terms of pre-imaging, cycle periods and transient lengths. Wuensche (1997) conjectured 

that the R and Rc garden of Eden densities are equivalent, based on many trials. Rc will 

have the same symmetry category and value of Wuensche's Z parameter. In eight cases 

the clusters collapse leaving no complementary rules, resulting in a single boa field. 

 

Rule 62 (R) Rule 131 (Rn) Rule 118 (Rr) Rule 145 (Rnr) 

    

Rule 193 (Rc) Rule 124 (Rcn) Rule 137 (Rcr) Rule 110 (Rcnr) 

    

Fig 3.13 Spacetime diagrams for rule cluster 62 

 

The reflection transform is a key transform as this allows rules to be placed in 

symmetry categories of symmetric (S), semi-asymmetric (SA) and fully asymmetric (FA), 

contained in a total of 48 rule clusters. Symmetric rules contain 2 or 4 rules per cluster. 

Semi-asymmetric rules have no collapsed clusters and always contain 8 rules. Fully 

asymmetric rules contain 4 or 8 rules per cluster. 
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(S) Symmetric rules, three types : 

            

 
 

 

(SA) Semi-asymmetric rules, all this type : 

        

(FA) Fully asymmetric rules, five types : 

                           

    

  

Fig 3.14 Rule cluster types for each symmetry category, with an example spacetime 

pattern for each category 

 

Examples of one of each possible cluster type for all symmetry categories, and an 

example spacetime pattern for each category is shown in Fig. 3.14. Symmetry categories 

will tend to have certain biases, which can be seen in the spacetime patterns shown. 

Symmetric rules have no left or right bias, semi-asymmetric show a bias either left or right, 

and fully asymmetric show an intersecting left-right bias. Symmetric rules will always 
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conserve bilateral symmetry on a state with bilateral symmetry already present. The 

totalistic rules are always symmetric and all reflection transforms collapse, as a result they 

conserve bilateral symmetry in spacetime patterns. The elementary rules and their 

proportions in the symmetry categories in terms of rules, equivalence classes and clusters 

is shown in Table 3.5. The symmetry categories divide elementary rule space in the 

following proportions : S = 1/4, SA = 1/2 and FA = 1/4.  

 

Category Rules Equivalence classes Rule clusters 

Symmetric (S) 64 36 20 

Semi-asymmetric (SA) 128 32 16 

Fully-asymmetric (FA) 64 20 12 

Total 256 88 48 

Table 3.5 Elementary rule totals for symmetry categories, equivalence classes and 

rule clusters. 

 

An important point to note here is that symmetry transformations themselves are a 

key part in some aspects of tonal music teaching, practice and theory. For example, 

Apagyi (1989) discusses symmetry in music teaching at great depth and notes that the 

most frequent types of symmetry in music are bilateral, translational and rotational. Apagyi 

discusses their role within tonal music applied to pitch, loudness and rhythm, citing many 

examples, mainly from composers such as Bach, Beethoven and Mozart, but also 

including more recent composers such as Bártok and the serialist Webern. The basic 

musical transformations of retrograde, inversion and retrograde inversion of a musical 

passage are effectively close relatives of the reflection, negative and negative reflection 

rule table transformations of CA. Apagyi concludes by stressing the importance of 

recognising and understanding “the different structures including those other than 

symmetry” that exist within music. Symmetry in music will not be part of the reflective 

practice context, and will remain the subject of future work, however it is worth noting 

these basic similarities. 

A key part of the thesis is based on Wuensche’s reverse algorithm for directly 

computing pre-images, and his behaviour prediction parameter Z is also used in part of the 

results evaluation. An overview is presented with the in-depth details left out, but sufficient 
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background is given for the method of creating rule space structure in chapter 5. 

Computing the pre-images of a global state is a very difficult problem, solved by 

Wuensche’s invention of the reverse algorithm. The dynamics of the network are 

effectively run backwards in time, and generally speaking these backward trajectories will 

diverge. An overview of the process is shown in Fig. 3.15. The process begins by selecting 

an arbitrary global state, termed the known state, and creating a partial pre-image using a 

start string. The size of the start string will depend on the neighbourhood size k, and is of 

size 2k-1
 and is assigned as one of the possible 0’s and 1’s patterns. For k = 3 the size of 

the start string is 2, so this will give 4 possible start strings of 00, 01, 10 or 11.   Due to the 

boundary conditions being periodic the start string is applied to P0 and Pn-1 and the other 

cells in the partial pre-image are empty. These empty unallocated cells are shown as a 

wildcard symbol , and known cells are shown as a block symbol . From the start 

string it is then necessary to find the next unknown cell on the right of Pn-1 by consulting 

the rule table.  

 

P0 Pn-1 Pn-2 Pn-3 Pn-4 . . P3 P2 P1 P0 Pn-1 
 

PARTIAL 

PRE-IMAGE 
            

          
 

KNOWN STATE 

An-1 An-2 An-3 An-4 . . A3 A2 A1 A0 

 

Fig 3.15  Basic outline of the process of creating a pre-image (n = the index number 

of cells).  

 

The known cells P0 and Pn-1, and the unknown cell Pn-2 correspond directly to two 

possible entries in the rule table. The rule table outputs of these two entries are then 

examined, by comparing them with each other and the current cell from the known state 

An-1 giving three possible results : 

• Deterministic permutation: the unknown cell is then uniquely determined 

and is allocated with a known value 

• Ambiguous permutation: two possible outcomes, partial pre-images are 

duplicated and the process is continued for both partial pre-images 
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• Forbidden permutation: no valid outcome, partial pre-image is rejected and 

cannot exist  

If the outcome is not forbidden, the process continues to find the value of the next empty 

cell Pn-3 using the same procedure, but now with Pn-1 and Pn-2 as the known cells. For an 

ambiguous permutation a stack of partial pre-images is created, and these are computed 

later. This procedure then continues along the remaining unknown cells of the partial pre-

image until it is either completed or rejected. Partial pre-images are then removed from the 

stack and the procedure is continued from the unknown cell. The procedure can also be 

performed from right to left to double check the result. 

 Wuensche’s behaviour prediction parameter Z is a probability derived from the pre-

imaging process, predicting the bushiness of attractor basin subtrees and garden of Eden 

density. The bushiness of subtrees represents the degree of convergence in state space 

of the systems dynamical flow. A rule table may be tuned through the range of Z values, 

from 0 to 1, giving a progressive change in behaviour from order to chaos. The region of Z 

from about 0.5 to 0.8 is said to be the location where complex behaviour can be found.   

 The probability of the next unknown cell to the right in a partial pre-image having a 

unique value is derived from the rule table by counting deterministic neighbourhoods, to 

produce the value Zleft. Deterministic neighbourhoods are n-tuples and so occupy 2, 4, 8, 

16, 32 etc. neighbourhood locations. The 2-tuples correspond to deterministic pairs and for 

a random rule table they occur with the highest probability. Once the probabilities of the 

desired number of n-tuples have been calculated, a value for Zleft is obtained by the union 

of these probabilities. A converse procedure is used to obtain Zright, the value of Z is 

assigned as the greater of these two values. All values for Z given in this thesis have been 

calculated from the 2, 4 and 8-tuples. 

 

3.3 Plan of Focused Investigations 

In terms of reflective practice a problem setting theme, frame and repertoire 

exemplar have been identified, and the fundamental method and overarching theory area 

has been defined.  The overall view of the thesis in this reflective practice context, as 

described throughout this chapter, is shown in Fig. 3.16. A summary of the plan of focused 

investigations, all based on move testing experiments described at the end of section 

3.1.1, is shown in table 3.6. 
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Fig 3.16 Reflective practice context of the thesis. 

 

Experiment Action Intended Change  Evaluation 

 

Exemplar 1 Composition based on 

ordered behaviour 

Exemplar 2 Composition based on 
chaotic behaviour 

Exemplar 3 Composition based on 

multiple CA 

Documentation of 

process and new 

exemplars   

Based on technical 

criteria and 

evaluated at end of 
chapter 4 

 

Exemplar 4 Composition based on 

complex behaviour 

Documentation of a 

general CA 

composition process 

and new exemplar. 
Shift of context to 

solve technical 

problems 

Based on technical 

criteria and 

evaluated at end of 

section 5.1 

Fundamental 

Method & 

Overarching 

Theory 

Create a process to 

generate mixtures of 

behaviour 

Documentation of 

process and new 

perspective on rule 

space structure 

Based on empirical 

observation and 

proposed criteria. 

Evaluated in depth 
in chapter 6 

Table 3.6 Plan of focused investigations 

 

The next chapter will describe and evaluate three focused investigations that form 

the foundation and significant background for the remainder of the thesis. These three 
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focused investigations, through composition practice, will use exemplars from music 

modules to demonstrate equivalences in behaviour with CA. This is an important exercise, 

designed to show that generative music and CA can be fundamentally connected. This 

directly addresses McIntosh’s (1990b) comments, mentioned in Section 3.1, regarding the 

value of demonstrating that an independent system can follow a rule of CA evolution. 

These investigations also provide exemplars of the use of global dynamics within my 

composition practice.  

 Chapter 5 will begin by addressing the technical problems identified from the first 

three experiments, describing and evaluating a more general composition process using 

complex behaviour as an exemplar. The desirability of each type of behaviour in my 

composition process will have then been established, identifying that rule choice is 

fundamental practice based decision. The main aim of the thesis, a new insight into rule 

space structure, is then presented in detail. These investigations into rule space structure 

using global dynamics will focus on the elementary rule space. Results and reflections on 

the process are then presented in chapter 6. However, the implications for studying larger 

rule spaces with this method will be reflected on extensively to place the scheme in a 

broader context. The elementary space has been chosen because it is the only rule space 

that can be examined in its entirety by empirical methods in a reasonable amount of time, 

if we discount totalistic rule spaces. The higher rule spaces (dimensions, neighbours and 

states) of course are interesting, but as McIntosh (1990a) says : “However, it is not 

necessary to choose such an ambitious model to gain useful insight and obtain interesting 

results. So, even the one dimensional automata of type (2,1) constitute a reasonable 

starting point for systematic studies.” The type (2,1) notation refers to Wolfram’s k2r1 

notation for the elementary space. McIntosh cites Wolfram’s (1986b) tables of properties of 

the elementary rules as an example of the validity of interest in this space. Wuensche and 

Lesser’s (1992) extensive atlas is another prime example of the deep interest and value of 

studying the elementary space. 

  

3.4 Evaluation Strategy 

Evaluation of the results will require an affirmation of intended and positive unintended 

change. Reflection on outcome, surprise and potential for future directions to keep inquiry 

moving will be presented after each set of results are presented. The evaluation criteria for 

the focused investigations are now discussed.  
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3.4.1 Technical Evaluation of Composition Process 

It is important to reiterate that the main contribution of this thesis is discovering a new 

approach to rule space structure through music composition practice, rather than 

evaluating CA as a sound synthesis or music composition technique. As a result of this it is 

not necessary, or desirable, to exhaustively evaluate the CA music techniques described 

in the following chapters. An exhaustive approach to technical evaluation would be of 

value should the aim be a commercial synthesis or composition application. Aesthetic 

criteria are dynamic, changing both with time and context. Judgement of musical results 

will occur for both aesthetic or technical reasons.  

Technical evaluation criteria has received little attention in published literature to 

the authors knowledge. Guideline technical criteria for evaluating sound synthesis 

techniques were suggested by Jaffe (1995), but these are guides not rigid definitions. In 

addition these criteria were suggested in the context of sound synthesis, however some of 

the criteria applies to generative music production with MIDI. Jaffe’s criteria were revisited 

and extended in the context of physical modeling sound synthesis by Castagne and Cadoz 

(2003), with a similar caveat towards them being guidelines. The context of physical 

modeling has more relevance, because it addresses the entire musical creation process 

and does not just represent a sound synthesis perspective. 

So what were Jaffe’s criteria and which ones are appropriate in the context of this 

thesis? As Jaffe points out this will depend “on the priorities of the user and the problem to 

be solved.” The 10 evaluation criteria suggested by Jaffe for synthesis techniques are : 

 

1) How intuitive are the parameters?  

2) How perceptible are parameter changes? 

3) How physical are the parameters? 

4) How well behaved are the parameters? 

5) How robust is the sounds identity? 

6) How efficient is the algorithm? 

7) How sparse is the control stream? 

8) What classes of sound can be represented? 

9) What is the smallest possible latency? 

10) Do analysis tools exist? 

 

Criteria 1 to 4 are directed specifically at parametric adjustment of a sound 
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synthesis technique (the production/modification of a sound waveform directly) and sound 

synthesis is not being examined in this thesis. Criteria 9 again relates directly to realtime 

sound synthesis where latency is critical in the production of an interactive system, and is 

not important in the context of this thesis. Criteria 10 pertains to the analysis of real world 

sounds (e.g. trumpet, violin etc.) to obtain parameters for the control of a sound synthesis 

algorithm, and no such analysis is being investigated. The remaining criteria 5 to 8 of 

Jaffe’s are encompassed within those suggested by Castagne and Cadoz :  

 

1) How efficient is the algorithm?  

2) How faithful are the synthesized sounds? 

3) How diverse are the categories of instruments that can be modeled? 

4) Is the scheme exclusively dedicated to sound synthesis or more general? 

5) How robust is sounds “plausibility”? (Their quotation marks) 

6) How modular is the technique? 

7) How intuitive and effective is the associated mental model? 

8) How deep is the modeling process enabled by the scheme? 

9) Do generation algorithms exist? 

10) Is there a friendly musician-oriented environment for using the scheme? 

 

Castagne and Cadoz then placed their criteria into four areas :  

 

1) Computer efficiency : Criteria 1 

2) Phenomenology : Criteria 2, 3 & 4 

3) Usability of scheme : Criteria 5, 6, 7 & 8 

4) Environment for using the scheme : Criteria 9 & 10 

 

Similar to Jaffe’s comment on criteria being context dependent, Castagne and 

Cadoz concluded that their criteria “present different characteristics for the end user, and 

each one has some specific benefits, depending on the user’s needs.” Some of these 

criteria can now be determined as not appropriate. Criteria 2 pertains to the creation of 

sounds comparable to real world instruments and is not being attempted in this thesis. 

Criteria 4 relates to interaction, including the haptic and visual domains, and the simulation 

of instrumental gesture, and will not be investigated in this thesis. Criteria 5 is not explicitly 

defined, particularly the use of the word “plausible” (their quotation marks in the list above), 
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and as such this will not be considered. Criteria 7 is concerned with evaluating “the 

impression of reality a user may experience” when using the technique (their italics). This 

criteria is again not explicitly defined and will not be considered. Criteria 8 is closely 

attached to physical modeling and said to be a condensation of the criteria from 3 to 7, the 

most important aspect, that of modularity (Criteria 6). Criteria 8 contains too many items 

already considered not important, the constituent elements of Criteria 8 that are important 

will be used separately. Now that certain criteria have been determined as outside the 

context of this work, that which is appropriate is now introduced. 

Criteria 1, that of efficiency, is similar to Jaffe’s proposed scheme which is divided 

into memory requirements, processing time and density of the control stream. Efficiency 

relates to both realtime and non-realtime contexts. Criteria 3 is concerned with diversity of 

musical context, but also relates to Jaffe’s robustness and sound class criteria. It 

effectively suggests that both diversity and similarity of musical results are desirable. The 

subject of aesthetic criteria will not be addressed in great detail in this thesis. Criteria 6, 

modularity, is a very important criterion in obtaining generality, power and simplicity. 

Modular principles, presented in Section 3.2.1 in the context of modular sound synthesis, 

have been in use since the early days of electronic music. The remaining criteria 9 and 10 

relate to the environment for using the scheme. The first, criteria 9 studies if generation 

algorithms already exist and how effective they are. The second, criteria 10, asks if there is 

a friendly musician oriented environment for using this scheme. These proposed guideline 

criteria of Castagne and Cadoz are used as a basis for evaluating the MIDI based 

generative music experiments with CA described in chapters 4 and section 5.1.  

 

3.4.2 Evaluation of Rule Space Structuring 

The criteria for evaluating rule space structure is problematic for the simple reason that 

none have been put forward that fit the context of the current work. The existing proposals 

put forward in (Oliveira, Oliveira & Omar 2001b) relate to approaches based on prediction 

parameters derived from the rule table. Li’s (1989b) approach is also in the context of 

positioning rules with similar behaviours in the same area of rule space.  

The approach taken in this thesis, using the global dynamics of state space to 

represent rule space structure, is fundamentally different. The difference is that prediction 

parameter approaches are seeking to create a linear path from order, through complexity, 

to chaos. In contrast, creating behaviour mixtures poses the problem of finding a suitable 

global dynamic that attempts to produce such a mixture.  
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Criteria  Reasoning 

Symmetry category Proportional distribution (relevant to 

elementary space only) 

Rule cluster  Complementary pairings important 

Spacetime pattern Mixture of pattern within the group of rules  

Prediction parameter e.g. Z, λ etc. Reasonable distribution / mean value 

Efficiency Achievable results using tools available 

Simplicity Results obtained without recourse to a 

complicated algorithm 

Concrete structure Is the structure navigable in any sense? 

Group size Can different numbers of rules be created 

in a structured manner? 

Reducible in size Can rule table equivalences be taken into 

account? 

Random comparison Is the method better than a random 

sampling? 

Table 3.7 Proposed guideline criteria for evaluating a rule space structure in terms 

of behaviour mixtures. 

 

Guideline criteria for mixed behaviour proposed in this thesis for evaluating the 

results of created rule groups are shown in Table 3.7. As with the technical criteria 

discussed in the previous section these are proposed as guides and not rigid definitions.  

The distribution of symmetry categories within the elementary space was discussed in 

section 3.2.3 and a group of rules should show a well balanced distribution in the 

elementary space. The importance of rule clustering, based on the complement transform, 

should also be apparent within the group, allowing for rule pairings with related dynamics. 

The spacetime patterns of the rule group should be mixed, containing ordered, complex 

and chaotic behaviour, bearing in mind that chaos is clearly the dominant behaviour in the 

larger spaces. The average value of the Z parameter for all the rules in the group should 

show some degree of distribution around a mean value, indicating that behaviour is not 

fixed. The choice of parameter here is based on a familiarity with Z, the use of other 

parameters is not discounted, but will not be discussed in this work. The simplicity and 
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efficiency of the process are somewhat intertwined. The results should be obtained without 

recourse to a complicated algorithm, which in itself should mean that the results are 

achievable with software and hardware available. A concrete structure, such as an 

attractor basin, is highly desirable. This would imply that the structure may be navigable in 

some sense. Obtaining different numbers of rules in coherent groups of sizes is of 

importance when investigating the larger spaces. The rule space structure should scale 

naturally to these larger spaces and allow rule sub spaces to be created. The entire 

structure should be reducible in size to take into account rule table equivalences. In the 

larger k rule spaces the proportion of chaotic rules increases in a random sample. The 

generated group should produce a mixture with more behavioural variety than a random 

sample, although it is acknowledged that the chaotic proportion will inevitably increase. 

These proposed guideline criteria are used in chapter 6 for evaluating the rule space 

structure presented in section 5.2. 

 

3.5 Summary 

In this chapter a new approach to generative music and Cellular Automata has been 

proposed in a reflective practice context. Creating mixtures of behaviour from rule space 

introduces the key problem setting theme. The bounds of the work are framed by music 

composition, and music modules are the exemplar drawn from previous practice-based 

experience. Fundamental methods of inquiry and overarching theory are based on the 

global dynamics of CA to provide new insight into rule space structure, after its use in 

composition practice has been introduced in the next chapter and section 5.1 in chapter 5. 

A set of guideline criteria for the evaluation of behaviour mixtures have been proposed for 

the first time and are used in chapter 6 to evaluate the results.   
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Chapter 4 

Experimental Generative Music with CA : Foundation Work 

 

 

The original context for using CA within my practice is reflectively introduced to briefly 

provide a background perspective. Following this an experimental system is described and 

fundamental exemplars of CA as music modules are introduced. The experimental system 

is used in the production of new generative music compositions, followed by reflection and 

evaluation based on the criteria introduced in the previous chapter.  

 

4.1 Reflecting on the Acorn Days  

My practical introduction to CA came via my interest in chaos theory, when reading Joe 

Pritchard’s (1992) “The Chaos Cookbook”. A wide ranging text on the subject of chaos 

which, unusual for the time, also included a chapter on 1 and 2D CA. The book presents 

the fundamental algorithms in simple BASIC program listings as starting points for further 

experiments. Its goal is to bridge the gap between “pretty pictures and the mathematics”, 

providing the reader with a practical introduction through “type in and go listings”. The 

scheme I originally used in my practice is outlined in Fig 4.1, depicting a 1D CA and the 

various inputs, outputs and system parameters are indicated. This is a popular method, 

based on the old cells / new cells technique (Dewdney 1988). The CA system was 

implemented on an Acorn computer (Acorn 2006), using BASIC, and allowed for 

rudimentary change of parameters : v, k, rules, seed and number of cells. The MIDI data 

was generated on a cell by cell basis for both 1D and 2D. In the case of 2D the cell was 

output as a row by column, or column by row process as it was computed. The Acorn 

system had the ability to adjust the following parameters : size of grid, event delay time, 

duration scaling value, note transpose and velocity scale. Cell state values were then 

usually assigned to :  

• note  

• channel 

• velocity  

• durations 

• event timing  

The work was conducted on a number of Acorn platforms since the mid 1990s. The 

first experiments were implemented on a BBC Master with a 2MHz 6502 processor, 5.25 

inch floppy disc, and 128K of memory. The current machine, still in use, runs at 233Mhz. 
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These early experiments gave some insight into whether CA processes could be useful 

within composition. This also formed an informal “lowest common denominator” level of 

research. It was cheap in terms of the financial cost of hardware and software. The 

machines were virtually being given away by schools, universities and families. The main 

cost was in algorithm coding time and travelling to get a cheap machine.  

 

 

Fig 4.1 Acorn system based on the popular old cells / new cells method.  

 

A screenshot of a 2D CA on the Acorn system is shown in Fig 4.2. I’ve used this 

system in much of my earlier composition practice, and it is still used occasionally. 

Compositions by this method were mainly produced between 1997 and 2001 for the album 

Out of Memory, (Burraston 2006, Sevcom 2006), and also for a more recent piece Acorn. 

Acorn was premiered in concert at the Australasian Computer Music Conference 2005 in 

Brisbane, and performed live later the same year at both the 3rd Iteration Conference in 

Melbourne and the Electrofringe Festival in Newcastle. 
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Fig 4.2 Acorn screen shots of  2D CA used in earlier generative compositions 

 

4.2 Experimental Generative Music System 
 
Towards the later stages of working on Out of Memory I began working with the Max 

programming environment. An experimental generative music system was implemented 

using Bill Vorn's 1D v2k3 CA Max external, part of the IRCAM library of Max objects 

(IRCAM 2006). The approach taken in building this system has some similarity to the 

University of York’s Cellular Automata Workstation, for the Atari ST (Hunt et al 1991). The 

work described here represents a different approach due to the global dynamics 

perspective, and the system consists of modular elements.  

 

Fig 4.3 Block diagram of CASS experimental system. 

 

A block diagram of the experimental system is shown with the CA represented with 

8 cells in Fig. 4.3. This simple realtime system, named CA Simplistic Selector (CASS), 

maps the CA cells to a set of adjustable MIDI events. This set of events will be termed a 
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Cellular MIDI Event (CME) module. The system thus comprises of CME modules, which 

may be arbitrarily connected to any cell. 

Each CME is controllable in real time by the performer and comprises of note, 

velocity, duration, MIDI channel and program controls. The system can thus be split up 

over MIDI channels as desired for playing on more than one instrument. A keyboard for 

each CME allows for note selection and playing within a seven octave range, a dialogue 

allows for note input for the full 0 – 127 range. MIDI velocity, channel and program can be 

input over their complete ranges. Duration is entered by a slider or dialogue from 10 to 

10,000 milliseconds. The event onsets are controlled by the 1D CA, which may be seeded 

randomly, with a list or by a mouse. Individual CME’s can be muted during performance. 

The performer has overall control of tempo and may modifiy the events to be triggered 

while the CA runs. This presents an interesting juxtaposition between performer and 

automated machine. A screen shot of the CASS system is shown in Fig. 4.4 and a close 

up of the CME module is shown in Fig. 4.5. All of the CME settings can be saved and 

recalled for the whole system with the Max preset object. 

 

Fig 4.4 CASS screenshot. 
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Fig 4.5 CME module. 

 

Fig 4.6. I/O functionality of Vorn’s CA Max object. 

 

The I/O functionality of Vorn’s CA Max object is shown in Fig. 4.6. The inputs have 

been categorised as seed, clock and data. A number of seeding options are available and 

the output can be taken in the form of bangs from each cell or dumped as a list of active 

cells to outlet 2. A bang is the most common message in Max, it just means that any object 

that receives it does what its supposed to do. Resetting of the CA is possible, either to an 

initial seed or to 0 for all cells. The CA object will send out a bang from outlet 1 if the 

output remains static. This allows for the inclusion of automatic reseeding mechanisms to 

be built within a patch. The current generation count is output as an integer from outlet 3. 

The cell output begins at outlet 4 and continues to however many number of cells are 

chosen.  
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4.3 Exemplar 1 : Sequencer Triggers 

Rule cluster 15 is important because it exhibits behaviour that is directly comparable to 

that of sequencers, a common music module for the production of automated events. 

Sequencer modules usually have 8, 12, 16 or more steps, and can be stepped 

sequentially one stage at a time from between 1 and the maximum number of steps 

available. A simple view of a sequencer module is shown in Fig 4.7 where a snapshot of 

the output pulses at step 6 are shown. The sequencer is commonly used to trigger other 

music modules, and a variable slider or knob is often used to program a control value for 

each stage. This operation is commonly adjustable with a direction switch so the 

sequencer operates from left to right or vice versa. The cluster diagram for rule 15 is 

shown in Fig 3.14. of the previous chapter and contains rules 170 and 240, the well known 

left and right shift rules (Wolfram 1986b). Any input pattern will be shifted left (rule 170) or 

right (rule 240) by one cell per CA step.  

 

 

 

Fig 4.7 Sequencer module showing trigger pulse outputs, which can be emulated by 

the well known “shift” rules. 

 

The single seed attractor is shown in Fig. 4.8 (top left) and its spacetime pattern 

(top right). Some sequencers allow for an arbitrary pattern to be set up which will then be 

shifted in one direction or the other, equivalent to the basin of attraction fields for the 

left/right shift rules. The attractor basin field of right shift rule 240 at 8 cells is shown in Fig 

4.8 (bottom). For this cluster all states exist on cycles and thus there are no goE nodes, 
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and no transients or preimages on trees. Rule 240 has no equivalent basins because all 

rotated states are in the same basin. 

 
 

 

Fig 4.8 Emulating the steps of a sequencer music module, a single cell attractor 

basin of right shift rule 240 at L = 8 (top left) and spacetime pattern (top right). The 

complete attractor basin field (bottom) shows all possible shift patterns for 8 cells. 

 
4.4 Exemplar 2 : Feedback Shift Registers  
 
The creation of random sequences is clearly of importance in music composition 

processes, and there are many different ways of approaching their production, not all 

involving sequencers. Sequencers that can produce random output are sometimes based 

on circuits called feedback shift registers, and may be implemented with analogue or, 
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more commonly, digital techniques (Chamberlin 1980). Feedback shift registers were 

designed for a wide variety of non-musical applications, such as encipherment and error 

correction (Golomb 1967). Their architecture is usually simple, and a block diagram based 

on Golomb’s general description is shown in Fig 4.9. A number of memory cells are 

connected together one after the other and the outputs are fed back to the input after 

some simple function, usually logical, is applied to them. Depending on the function 

applied and the input sequence, a variety of different cyclic and random sequences can be 

generated. 

 

 

Fig 4.9 Block diagram of a simple feedback shift register with 8 memory cells, some 

CA rules are related to these types of module. 

 

Wolfram (1986c) investigated, in some cases by empirical observation, random 

sequences generated by a number of rules. He was particularly interested in rule 30, and 

made some comparisons with shift register techniques. McIntosh (1990a) has also 

discussed these similarities and much of his work on CA uses the shift register analysis 

techniques of de Bruijn diagrams.  Rule 30 is from the semi-asymmetric category and the 

cluster is shown in Fig. 3.14.  

The CASS system was setup to produce a composition using rule 30 at various 

sizes. At 8 cells the system can be completely observed and all the basin data obtained. 

However, with 80 cells for example, a complete observation of the boa field is unrealistic 

and this allows for a degree of unknowable determinism in the composition process. 

Global dynamics data for rule 30 at L = 8 were computed and will now be presented. The 

main basin is of period 40 and contains 224 states as shown in Fig. 4.10. The longest 

transients in this basin contain 16 states and 2 states for the shortest. The remaining 

states are contained within four basins and are shown in Fig. 4.11 labeled in decimal. 
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These are a period 8 attractor, two single state period 1 attractors and a two state period 1 

attractor. The boa field data was saved to a file and some of the measures obtained are 

shown in Table 4.1.  

 
Fig 4.10 Eight cell rule 30 basin of attraction period 40.  

 
Fig 4.11 Eight cell rule 30 basins of attraction with nodes labelled in decimal, period 

8 (left) and 3 x period 1 (right).  
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Type no. basins  Period no. states % of states goE max transient 

1 1 1 2 0.781 1 1 

2 1 40 224 87.5 24 16 

3 1 8 28 10.9 8 3 

4 2 1 1 0.781 0 0 

Table 4.1. Summary of eight cell rule 30 boa measures. 

 

Fig 4.12 Spacetime plots, rule 30 at L = 8 with decimal seed states indicated above. 

  

Fig 4.13 Spacetime plots, rule 30 at L = 80 from both single and random seed. 



 97 

 

Fig 4.14 Rule 30 boa fields for L = 3 to 8, equivalent basins are suppressed. 

 

Spacetime plots of three attractor cycles from four example seed states run for 56 

generations are shown in Fig. 4.12. Running the system for 56 generations allows for the 

maximum transient and cycle period to appear. From left to right these plots are; Period 1 

(type 4) with seed = 170, period 8 (type 3) with goE seed = 3, longest transient to period 

40 (type 2) with goE seed = 157 and shortest transient to period 40 (type 2) with goE seed 

= 110. The period 40 patterns show how the cycle will be entered at a different phase, and 

is also seen topologically on the basin diagrams. Generally speaking the period 8 and 

period 40 patterns appear to move right to left over time. The period 8 attractor looks 

reasonably ordered, whereas the period 40 visually has a slightly more random 

appearance in comparison, given that the system size is so small. Experimentation with 

CASS using 80 cells produced interesting and useable results in realtime. No investigation 

of the boa field was attempted and examples of 80 cell spacetime evolutions for rule 30, 

with single and random seed, are shown in Fig. 4.13. Within DDLab it is possible to 

randomly search for attractors in spacetime patterns with larger CA size, to build an 
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attractor frequency histogram. A quick test (about 16 hours on a 400MHz G4 Mac) with 80 

cell rule 30 yielded no attractors, and a different approach is required for this kind of rule. 

The chaotic nature of rule 30 yields extremely large attractor cycles and transients. For 

large numbers of cells it is only practical to reverse search for chaotic subtrees due to the 

high probability of single in-degree pre-images, but these still tend to be very long 

(Wuensche 2006).  This is due to rule 30 being a limited pre-image rule, where maximum 

pre-imaging must be less than 2^(k-1) irrespective of the system size (Wuensche & Lesser 

1992). 

 

 

   

Fig 4.15. Rule 30 boa fields for 9, 10 and 11 cells, equivalent basins are suppressed.   
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Rule 30 boa fields for sizes of 3 to 8 cells are shown in Fig. 4.14. A variety of basin 

types can be seen and rotationally equivalent basins are suppressed from the display. 

Examples of the boa fields for 9, 10 and 11 cell rule 30 are shown in Fig. 4.15. In many 

cases the number of subtrees is directly proportional to L and subtrees on main basins is 

commonly either L or L/2. Some more detailed images of rule 30 at L = 17 are shown in 

Appendix E. 

 

4.5 Exemplar 3 : Sequencer Revisited 

In the previous exemplars the control output was produced by the same method as in a 

normal sequencer, by manually setting the control value. Emulating the control output 

value with a CA can be achieved by using the global state output from the identity rule 

(204), whatever is setup as the seed will simply be passed to the output. Example attractor 

cycles for this rule serve as a useful illustration, see Fig. 4.16.  The identity rule can be 

seen as emulating a “buffer” music module as they are exactly the same in their operation, 

whatever goes in comes out unchanged.  The CA based sequencer now has a competitive 

advantage, a change of rule turns it into a generative sequencer module and much larger 

variety of pattern can be produced.  

 

Fig 4.16 Example attractor cycles of the identity rule 204 (L = 8) 
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Fig 4.17 Modular diagram of CASS V2 and indication of scalability. 

 

A second version of CASS was created, connected up to produce event generation 

from a master CA and control signals slaved from the cells of the master. The basic 

scheme is shown in Fig 4.17. A slave CA cell can also be assigned to clock the tempo CA, 

who’s global output state controls the clock rate of the master. This feedback path allows 

for automated and somewhat unpredictable variation of the tempo. A version for live 

performance was produced, shown in Fig. 4.18. The global output of the CA additionally 

went through toggle switches and each slave CA’s spacetime output was displayed with 

time running horizontally.  The live system was kept simple and comprised 2 CME’s 

generating MIDI data values for note, velocity, duration and pan. The CA outputs can be 

manually rescaled to each musical parameter.  
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Fig 4.18 Screenshot of 2003 performance version 

 

A complied version was made for the performance using rule 30 for all modules, 

and the master and tempo CA comprised 8 cells. The CME modules comprised 7 cell CA’s 

for the note, velocity, panning and 12 cells for duration values, their attractor basins are 

shown in Figs 4.19 and 4.20. Each CME also contained a clock divide function, another 

common music module, for increasing the number of master CA trigger pulses required to 

step the CA’s. The system now has a greater degree of autonomy and the perfomance 

role is shifted to selecting instrumentation, scaling outputs, seeding the CA cells, 

muting/unmuting CME modules, and selecting the general area and range of the tempo. 
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Fig 4.19 Rule 30, L = 7 boa field (suppression off) mapped to note, velocity and 

panning control 

 

Fig 4.20 Rule 30, L = 12 boa field (suppression on) mapped to duration values 
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4.6 Evaluation and Reflection  
 

Experimental results are now evaluated in terms of the four criteria areas; computer 

efficiency, phenomenology, usability of scheme and environment for using the scheme. 

Reflections will also be given on the system in use as part of the generative composition 

process. Vorn’s CA Max object was created for his robotic art systems and not as a 

modular music component. The criticisms of its functionality are to be taken based on 

criteria for music composition, and not in terms of his individual application. The Max 

based work described in this chapter is possible because of his placement of this object 

within the public domain. 

In terms of memory Vorn’s CA object is very efficient, and the CASS system is able 

to run and respond to user events in realtime over a broad tempo range. Vorn’s CA object 

will not run in Max overdrive mode and this results in interruptions in MIDI output 

scheduling during some GUI events. This does not adversely affect studio use, but is 

sometimes noticeable in a performance context. Overall the control stream is light and 

messages are not sent when a cell is not active. This MIDI control stream is minimised by 

the simple and limited nature of each CME module. MIDI Channel and Program Change 

are only sent when changed by the user. MIDI Continuous Controllers such as Pitchbend, 

Mod Wheel and Pan have subsequently been informally tested without much additional 

efficiency overhead. An important issue of efficiency in the second version of CASS is that 

velocity and duration may be calculated but unused when a note message is not 

produced. This is not a huge overhead in simple system but could compound in a large 

system. However, this situation has the effect of being part of the composition itself. If the 

CA were altered so as not to clock unless a note is produced, the generated sequences 

would be different. The system has been used successfully for live performance and within 

the studio environment. It should be noted that when investigating the global dynamics 

with DDLab for much larger numbers of cells there is a practical limit. The suggested limits 

are given in the DDLab manual (Wuensche 2006). 

In terms of phenomenological criteria, successful diversity of application context 

was achieved, as was robustness. The main parameter’s affecting the CA in this system is 

the rule, seed state and tempo. Perhaps the biggest drawback in terms of 

phenomenological criteria is that only the elementary (v2k3) rule space is available with 

Vorn’s CA object. This is severely restrictive in terms of available types of behaviour, in 

particular complex behaviour. The aesthetic results produced during the composition 
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process up to date have been both rhythmic and textural. A musical study for exemplar 1 

using rule 240 titled Right shift was produced. Right shift was performed on a synthetic 

string instrument made with the Absynth application. The CME parameters were chosen 

manually and also adjusted during the piece. The tempo of this piece was kept constant 

and interaction with CA state was permitted. Compositions relating to exemplar 2 are 

Ubendem, Wemendem (on the Out of Memory album) and Cassorgize. Ubendem, 

Wemendem  uses rhythmic elements in the form of percussive sounds triggered by CASS. 

The majority of rhythm in this piece was created by selecting sounds while the system ran 

and storing them to build up a few simple patterns. Cassorgize is a slower tempo textural 

piece, using filtered organ sounds with a slow attack and long release. This approach 

involved selecting sounds first by assigning event parameters and then running the CASS 

system from a variety of different seed states.  The second version of CASS described in 

exemplar 3, was used in a warehouse performance in Sydney with visual generative artist 

Wade Marynowsky as the duo Bang Lassie, for the Disorientation series of events (Alias 

2006). CASS was used to control two hardware synthesizers over MIDI, which in turn were 

fed through further effects. The performance encompassed a wide variety of sound in 

three main and connected sections : i) tonal, varying levels of chaos ii) rhythmic and 

chaotic percussion iii) chaos and order in a tonal mixture. Music examples are provided on 

the CD-ROM as audio files.  

Modular principles are a very important usability criterion in obtaining generality, 

power and simplicity. CASS has been successful by taking a basic modular approach. The 

modularity of this system could easily be extended by the addition of a simple switching 

matrix between the CA cells and the CME modules. This would allow for a single cell to 

trigger multiple CME’s without having to rewire the Max patch. The system should be able 

to scale easily both in CA size and the number of CME’s, but this will have a bearing on 

efficiency criteria. The exemplars presented in the previous sections are particularly 

important as they provide a direct link with modular sequencers, and on reflection a 

number of other music module emulations can be identified. The more obvious music 

modules that can be emulated are sample and hold, inverter, noise generator and 

oscillator. The identity rule can emulate a sample and hold music module, a simple device 

where an input is sampled at specified times and passed to the output. This can be 

achieved by seeding with an input signal at any chosen interval and clocking the CA 

(running identity rule) when required, to pass this signal to the output. The inverter is 
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simply equivalent to the compliment rule (51) where any state is converted into its inverse, 

an example of attractor cycles from this rule are shown in Fig 4.21.  

 

 

 

Fig 4.21 Example attractor cycles of the complement rule 51 (L=8) 

 

The square wave oscillator can be emulated in two simple ways 1) binary cell 

output will give a 0 or 1 of varying pulse widths, 2) attractor cycles of all 0’s and all 1’s will 

produce a global output of min/max value cycles. The noise generator and the oscillator’s 

random waveforms are easily emulated by the majority of chaotic behaviour in rule space. 

From these basic emulations it is clear that CA are a potent modular element, providing 

useful existing functions with the capability to produce a wide variety of additional pattern 

simply by changing the rule. Table 4.2 summarises these exemplars, which are also valid 

for the higher k neighbourhood rule spaces.  
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Rule Emulates 

170, 240 (left / right shift) Sequencer steps 

204 identity Buffer, sample and hold  

51 complement Inverter, square wave oscillator 

Any period 2 attractor cycle All 1’s / All 0’s  Square wave oscillator 

Any cell Variable pulse width 

Any class 3 chaotic rule Random control values / noise generation 

Table 4.2 Exemplars of common modular music functions capable of being 

emulated by 1D CA 

 

Some I/O problems have been identified in the context of modular based music 

systems. The seed messages are passed as a list of active cell numbers and having an 

integer or binary seed is preferable. The cell output of the system would also benefit from 

being available in this format. The CA size is currently adjustable from 4 to 256 cells, 

which is perfectly adequate. However, changing the number of cells involves changing the 

argument of Vorn’s CA object within the Max programming environment. An additional 

problem with changing CA size is that the rule is always reset to its default of 30. The rule 

can only be changed when the patch is being edited, using the Get Info command. The 

system would benefit by having these parameters available as inputs, and once compiled 

into an application the rule has to remain fixed at the default rule 30. 

The overall environment for using the scheme is simple and easy to use. 

Generation algorithms exist in the context of both visualising CA dynamics, and within the 

Max programming environment. Both have been effective for generative music research 

and production with the CASS experimental system. Global dynamics is easily studied on 

a variety of computer platforms with DDLab, which has the added benefit of producing 

basin measures and diagrams in one software environment. Preparation of spacetime 

diagrams to confidence check Vorn’s CA object was aided by the ability to label basin 

nodes with state values, both in binary, decimal and hexadecimal. Spacetime diagrams 

can be easily produced in both DDLab and Mathematica. The Max programming 

environment allows for the investigation of experimental systems within a live and studio 

context. Vorn’s CA is a Mac OS9 based object, currently untested and unlikely to work in 

the OSX version of Max.  
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4.7 Summary and Conclusions 

Multi state systems of one and two dimensions formed the original impetus for the work 

and were introduced, by way of reflective description and a new composition. A new 

generative music composition was also created from this older system and is included on 

the CD-ROM. An experimental generative music system based on 1D binary CA was then 

created and described. This move was based on efficiency (memory and processor), need 

for greater modularity, availability of scientific literature, in particular global dynamics, and 

access to specialised CA software environments such as DDLab. This has enabled three 

fundamental exemplars of CA based music modules to be identified and successful 

compositions, included on the CD-ROM, have been completed.  

The descriptions, evaluations and reflections of this chapter have identified 

important connections between CA and modular music systems in general. In addition 

global dynamics has been presented in the context of composition practice for the first 

time, and this establishes a foundation for its use in the remaining chapters. Overall the 

move testing experiments have been affirmed, however some implementation problems 

were identified and these will be addressed in the beginning of the next chapter.  
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Chapter 5 

From Composition to Rule Space Structure 

 

The first aim of this chapter is to allow for a shift of context in composition process, and 

overcome the technical problems identified in the previous chapter. Section 5.1 will 

establish, describe and evaluate a general CA composition process as a foundation for 

future work. Mappings described in this section are novel as they are all based on the 

global state of the CA, in contrast to mapping cells to events. Complex emergent 

behaviour is used within a composition as an exemplar, but the techniques described are 

generally applicable with any behaviour. Results are evaluated by recognised criteria as 

they were in the previous chapter, and reflection identifies the discrete stages of a 

generative composition process with CA. The desirability of each behaviour type for 

compositional material will thus be established, demonstrating that rule choice is a 

fundamental, practice-based decision. 

The second, and main aim is a fresh insight into the recognised key problem of rule 

space structure. This is presented in Section 5.2, based on empirical evidence and is a 

general method which is independent of musical application. Structures are created by 

considering the CA state space as a symbolic representation of rule space. A detailed 

account exposes the main process of creating mixed, but related groups of CA rules. This 

provides a method for creating groups of rules with a broad range of behaviour for 

application within generative arts practice, and will also be of interest to scientific 

practitioners. Detailed results and reflections on this approach to rule space structure are 

given in the following chapter. 

 

5.1 A General Process for Composition  

The compositions described in the previous chapter were based on ordered and chaotic 

behaviour. To demonstrate the desirability of all behaviour types this composition will be 

based on complex behaviour. Mappings described in this section are novel as they are all 

based on the global state of the CA, in contrast to mapping cells to events. The 

composition process is described, from data production to mapping strategy, but the 

composition techniques described are generally applicable.  
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5.1.1 Exemplar 4 : Composition at the Edge of Chaos 

The composition process of a generative music piece, Dislocation or Defect, will now be 

described. A complex v2k5 rule  (978ECEE4) was selected from Wuensche’s (1997) 

collection for ease of identification. The number of cells was chosen to be 256, large 

enough to ensure that complex behaviour will emerge. A total of 512 generations were 

evolved, capturing the complex behaviour well before an attractor cycle is entered. The 

number of generations was decided based on an attractor frequency histogram analysis 

from 304 random seeds using DDLab, shown in Fig. 5.1. The average attractor period 

from these random seeds was 256, showing a clear relationship to system size. The 

transients leading to the attractor were typically large, often in excess of 10,000 

generations. As was expected, attractor basin topology typically consists of long transients 

of complex behaviour leading to small attractor cycles. Two examples of attractor basin 

topology are shown in Fig. 5.2. The top shows a subtree section entering the attractor 

cycle and on the bottom are 8 transient levels of a subtree from a randomly generated 

seed. 

                 

Fig 5.1. Attractor search of complex rule 978ECEE4 finding a period 256 attractor 

(left) and a sample of attractor histogram data (right). 
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Fig 5.2. Partial subtree of an attractor cycle (top) and eight transient levels from 

random seed (bottom) for complex rule 978ECEE4 
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Mathematica was used to generate four CA evolutions and convert the binary 

output into decimal format text files. The code for generating the four data files is given in 

Appendix C.  This code is quite general and can be used for arbitrary size, generations 

and number of data files for a CA rule conforming to Wolfram’s k2rn neighbourhood 

convention, given sufficient computational resource. The built-in function 

CellularAutomaton was used to create a binary list of data for each randomly seeded 

evolution. An example of one of the four data sets used in this composition is shown as a 

spacetime plot in Fig. 5.3 (left). A close up portion of the right edge of this plot is shown in 

Fig. 5.3 (right) where the complex behaviour can be seen in more detail. 

  

Fig 5.3 One of the four CA evolutions generated for the composition (left). Close up of 

bottom right hand edge section (right). 

 

The mapping process was implemented in AC Toolbox using four Stockpile 

objects as a repository for the CA data. Mappings were produced for MIDI note, velocity, 

rhythmic timing and panning. The convert command was utilized in order to rescale the 

2^256 data range to the desired compositional ranges. Two examples of this process are 

shown in Fig. 5.4, detailing Data Section for note events (left) and MIDI Controller Data for 
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panning (right). Fifteen data objects were constructed from permutations of the four CA 

stockpiles and then exported to individual MIDI files. 

  

  

Fig 5.4 Example AC Toolbox screen shot showing mappings to MIDI note (left) and 

pan controller (right). 

 

The composition was produced to have a dislocated and defective feel. Aliased 

percussion sound samples were used in both a percussive context emphasizing 

defectiveness, and also in short looped fragments to create tones emphasizing the 

dislocation of the sound source. An unrecognisable spoken word fragment was also used 

to contribute to the mood. These samples were loaded into the Reaktor ensemble rAmpler 

and instrument settings were constructed to implement aliasing and looping. The MIDI files 

were imported and composition elements were constructed as audio files at the original 

generated tempo, and also at 1/4 and 1/2 tempo. The final arrangement was completed in 

Logic Express, shown in Fig. 5.5, where these elements were arranged, edited, eq’d and 

mixed. An audio file of Dislocation or Defect  is included on the CD-ROM. 

 

Fig 5.5 Logic Express screenshot of final arrangement of Dislocation or Defect 
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5.1.2 Evaluation  

Experimental results are now evaluated in terms of the four criteria areas previously 

introduced; computer efficiency, phenomenology, usability of scheme and environment for 

using the scheme.  

In terms of memory the process is very efficient using only four data sets of 512 x 

256 bits. The resulting text files containing the decimal conversions are 40k each. The size 

of this file will obviously depend on both the number of cells and the number of 

generations. Expanding the number of cells to 1024 and generations to 2048 resulted in a 

620k file size. The data was generated using 1.5 GHz Mac G4 Powerbook. The 

processing time for the creation of the four files used in the composition was almost 

imperceptible on initiating the computation in Mathematica. For larger files, such as 1024 

cells by 2048 generations, about 1 second per file would be required. The control stream is 

highly dependent on the CA output when mapped to short timing clocks. In these cases a 

high number of events can occur in a short space of time if the CA is outputting small state 

values. This can have the effect of delaying the output of MIDI data or overloading the 

MIDI buffer. 

 

Fig 5.6 Example of double note structures in space (vertical), duration overlayed.  

 

A reasonable diversity of material was produced during the composition process. 

CA were employed in the production of percussive and tonal elements at varied tempos. 

Unintended good results occurred in the form of multiple structures in space (Fig 5.6) and 

time (Fig 5.7) where partial views of a CA MIDI file is shown. These were a product of the 

linear mapping from the large data range. A deterministic CA will never produce repeated 

output and then depart from this without external input, such as reseeding or changing the 
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rule in a time dependent manner. This is an important result because it demonstrates that 

even with extreme scaling complex behaviour maintains its own identity to some degree. 

 

Fig 5.7 Example of repeated note section in time, loudness dynamics overlayed. 

 

A simple, effective method for measuring and classifying different behaviours 

based on this observation has been suggested by the author (Burraston 2005c). Other 

useful mappings of the large data range have taken the form of wrapping the numbers 

around using the modulus of the desired range, and also using non-linear scaling 

functions. It should be noted that greater diversity could be achieved by using multiple rule 

sets. For the focus of this work it was decided to limit the composition to a single rule for 

clarity of description. Compositions based on different rules for each parameter have been 

successfully produced by this method. 

The important principle of modularity has been achieved in an abstracted sense, as 

four evolution sets have been applied to parameters independently. The basic process of 

data file production and mapping has the advantage of being reasonably universal for CA 

parameters of rule type, rule code number, system size, generations and seed. More 

importantly the problems identified by the evaluation criteria in the previous chapter have 

been overcome.  

The overall environment for using the scheme is straightforward and easy to use. 

Generation algorithms exist in the context of both visualising CA dynamics and generating 

data. Global dynamics is easily studied on a variety of platforms using DDLab, with the 

benefit of producing meaningful measures on CA behaviour. With a minimal amount of 

coding it was possible to create CA data files from Mathematica’s built in 

CellularAutomaton function and importing this into AC Toolbox is a straightforward 
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operation. Auditioning of material sometimes occurs within the AC Toolbox environment, 

but the playback of elements is only possible from their start points. Detailed auditioning is 

performed by exporting the MIDI file and using Logic Express to access arbitrary points 

within the file. The problems associated with the previous chapter relating to environment 

criteria have been overcome.  

 

5.1.3 Reflections 

Reflecting on the approaches presented the compositional process may be summarised 

as shown in Fig. 5.8 and put into context with the diagram shown in Fig 2.28 in the review. 

This process diagram also indicates with dashed lines the areas where iteration may take 

place. The results of this work demonstrate the key importance of rule choice in my arts 

practice. All the parameters of CA are delicately intertwined with each other but rule 

choices, or the type of dynamic behaviour, are most often the fundamental decision. 

System size, seed method and number of evolutions are decisions that occur later. The 

generation and examination of the dynamic behaviour is the next stage in the process. 

This is often in the form of a visualisation, for example in spacetime or attractor basin 

plots. Rejection of CA material may occur here, for example if the incorrect type of desired 

behaviour is produced.  

 

Fig 5.8 Composition process as discrete stages. 
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Files containing the evolution data are then saved and this behaviour is mapped to 

a set of MIDI parameters. Compositional elements are then created, usually in the form of 

MIDI sequences, and auditioned in a musical context. The musical context may or may not 

have been chosen in advance. Rejection of composition material takes place at the 

auditioning stage, based on aesthetic judgements. After this stage is completed 

satisfactorily the final arrangement of the musical work takes place. 

The only criticism of the current approach is that each stage is performed using a 

different application. I personally do not have any difficulty with this as a working method 

and it has also helped in identifying the discrete stages of my compositional process. 

Philosophically speaking, there has been a further distancing of myself from the outcome 

in respect to event sequencing. The piece musically is very autonomous, the main 

interaction being a basic level organisation of these elements and their instrumentation. 

Interestingly this now leaves more scope for interacting with the instrument during 

composition, if required. This work could be seen as a shift away from the performance 

aspects of the foundation work (both live and in a studio environment), with the CA now 

taking on a larger role within the composition process. The main focus of the process is 

now on rule selection, mapping and instrumentation, rather than realtime interaction with 

the CA process itself. 

This description of the creative process has exposed the main steps of a 

generative music composition with CA. The focus in this section was on complex 

behaviour but the methods of investigation, data production and mapping described are 

generally applicable for composition with CA of any size and behaviour. The data 

production stage particularly allows for general investigation with other software capable of 

data import. The mappings described have been applied to four primary parameters of 

musical composition being pitch, loudness, rhythmic/timing and spatial location. This 

approach to generative composition with CA has been a key part of my practice for three 

years, and nearly all my CA compositions are now constructed using aspects of this 

process. AC Toolbox provides many other methods for mapping, modifying and selecting 

data in stockpiles. These have been used in other compositions, but not mentioned here 

for reasons of clarity, as they would not alter the composition process diagram of Fig 5.9. 

Future compositions will build on this foundation now that a process for data production 

and mapping is in place.  
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5.2 Rule Space Structure 
 

If we consider state space to be a symbolic representation of rule space, then a spacetime 

pattern or basin of attraction field can be interpreted as an example of the self-organisation 

of rule space. It follows that this organisation of rule space will be influenced in some way 

by the properties of the chosen CA for a specific system size. The requirements for a one 

to one relationship between system size and v2kn rule table sizes are shown in Table 5.1.  

 

Neighbourhood size (k) 2 3 

(elementary) 

4 5 6 7 8 9 … k 

System size (L) = 2^k 4 8 16 32 64 128 256 512 … 2^k 

Table 5.1 System size (L) required to represent v2kn rule spaces. 

 
A brief preliminary investigation using spacetime output to sample seven neighbour 

rule space serves to introduce and test this concept. Following this is the main 

investigation of the thesis, which will describe in greater depth a process of structuring 

elementary rule space based on a particular attractor basin topology. The next chapter will 

include a detailed examination of the results of structuring rule space using this attractor 

basin and some of its implications. 

 

5.2.1 Connecting State Space and Rule Space  

The spacetime outputs of a CA when the system size from Table 5.1 is used, can simply 

be interpreted as a list of rules. This process can be visualised by looking at the CA as a 

music module with inputs for rule selection and seed, and outputs for state values. One CA 

module is seen as the master, and its state output is connected to the rule input of a slave 

CA module. The basic scheme is shown in Fig 5.9. An exploratory investigation was 

conducted with a number of different rules to sample rule space. A few of the 3 neighbour 

rules have proved useful, in particular rules 18, 22 and 126. Some state space behaviour 

aspects of these rules have been investigated by Ito (1988) in the case of similarities 

between rules 18 and 126, and by Grassberger (1986) in the case of complex long range 

effects for rule 22. Example spacetime evolutions of these rules are shown in Fig. 5.10 

with a system size of 128 cells for sampling the v2k7 rule space. The top row is a random 

seed and this is quickly dissolved into a number of triangular structures of different 

densities for each rule.  
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Fig 5.9 Connecting state space to rule space. 

  

   

Fig 5.10 Spacetime examples of the 3 neighbour rule 18 (left), rule 22 (middle) and 

rule 126 (right)  
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How does a group of rules generated in this way compare to a random selection? 

Spacetime examples of eighteen randomly chosen v2k7 rules are shown in Fig. 5.11 (top), 

and examples of eighteen v2k7 rules sampled using rule 18 are shown in Fig. 5.11 

(bottom). There is a clear difference between the two groups and a broad range of 

behaviour can be seen from the rules present in the group generated by rule 18. 

 

 

 

 

 

Fig 5.11 Spacetime examples of v2k7 rules, randomly generated (top) and a 

behaviour mixture of 16 rules generated from the state space of rule 18 (bottom) 
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Spacetime examples of eighteen v2k7 rules sampled using rules 22 and 126 are 

shown in Fig. 5.12.  A wide range of behaviour is also seen from the rules present in these 

two groups. The generated rule groups shown for rules 18, 22 and 126 are also 

reasonably typical, based on many experimental runs.  Comparing the spacetime patterns 

of the three generated groups it appears that rule 18 often produces groups with smaller 

pattern density and very few dark backgrounds. Rule 22 will produce groups having 

slightly more density and the odd rule with a black background. Rule 126 appears to 

produce the denser patterns and darker backgrounds.  

 

 

 

Fig 5.12 Behaviour mixture examples of v2k7 rules, generated by rule 22 (top) and 

rule 126 (bottom). 
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These comments are based on a relatively small number of empirical observations, 

the 7 neighbour rule space is extremely large, a microscopic part has been explored. The 

rule numbers for all the rules shown in Figs 5.11 and Fig 5.12 are given on the CD-ROM. 

The method has been informally tested many times, also with lower and higher 

neighbourhood rule spaces where similar results were obtained. 

The proportion of chaotic rules begins to creep up in the higher k rule space, as is 

expected, although a deeper investigation of this “forwards” method will remain the subject 

of future study. This will involve a more detailed examination of the global dynamics of 

these three rules. These observations of creating behaviour mixtures from such a simple 

mechanism suggest that a connection between state space and rule space produces 

worthwhile results. 

 

5.2.2 Attractor Basin as Rule Space Structure 

The process of creating structure in the elementary rule space using attractor 

basins will now be examined in greater detail. A rule containing a single boa field would be 

a good candidate for investigation, for the simple reason that all the states are contained in 

one structure. The v2k3 rules 60 and 90 (and their equivalence related rules) exhibit this 

property for the required system sizes. In addition they are “Limited Preimage” or LP rules, 

giving the very important additional property of small and known number of braches in their 

attractor basins. Not all of the LP rules will give the same types of structure, for example 

some of them are chaotic rules. The boa field of rule 90 for a system size L = 4 is shown in 

Fig. 5.13 (left). This structure has formed into three easily recognisable groups around a 

central period 1 attractor. A similar property is seen with rule 60, except here two groups 

are attached to the state immediately preceding the attractor, shown in Fig. 5.13 (right). 

The following work will focus on using rule 90, however reflective comments on rule 60 will 

be presented in the next chapter.  

  

Fig 5.13 Simple formations of groups of states : rule 90 (left) and rule 60 (right) with 

a system size L = 4. 
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Fig 5.14 The entire basin field for rule 90 L = 8 (bottom left) and rule space matrix for 

each tree (top left, right and bottom right). 

 

From Table 5.1 a system size of L = 8 is required for a one to one relationship with 

elementary v2k3 rule space. The boa field of rule 90 at L = 8 is shown in Fig. 5.14, 

producing a similar structure to the L = 4 field. Three groups are again formed around a 

period 1 attractor. The decimal values of the states immediately preceding the attractor are 

85, 170 and 255. These innocent looking numbers and the attractor itself are rule cluster 

pairs. The pair (0, 255) are a complete 2 rule cluster, and (85, 170) are the reflection half 

of the well known 4 rule cluster “left/right shift”. DDLab can visualise state space as a 

255 
 

170 
 

85 
 

0 
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matrix of values. This will be termed here as a rule space matrix to clarify that they are 

representing rule space in both this and the following chapter. The rule space matrix for 

each tree is shown, Fig. 5.14 (top left, right and bottom right). Each matrix shows that the 

space is not randomly divided and each one appears to cover much of the area of the 

space. 

A more detailed view of the attractor is shown in Fig. 5.15 (left), depicting 

predecessor states up to two levels. The state values are shown again in decimal. The 16 

rules seen here in the matrix diagonal of Fig. 5.15 (right) are identical to the 16 rule 

numbers identified as type (d) deterministic structure in Jen (1986), and also feature in 

Table 4.4a from the computational analysis by Voorhees (1996). 

 

     

Fig 5.15 Rule 90 L = 8, attractor and two levels of each subtree (left), represented as 

a rule space matrix (right).   

 

A printout of this section was created and the cluster sections were identified by 

hand, consulting Wuensche and Lesser’s atlas. The cluster sections were notated on the 

printout as shown in Fig 5.16. This group of 16 rules will be called the root cluster of rule 

90 and a visual representation is shown in Fig. 5.17. 
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Fig 5.16 Identifying the 16 rule cluster sections attached to the attractor by hand 

from the printout. 

 

Fig 5.17 The first 16 rules structured by rule 90 form a root cluster of 

complementary pairs. 

 

The R and Rc cluster sections are indicated by a solid circle and rules not 

containing them are indicated by dashed circles. In practice I use the term shadow rules to 
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describe cluster pairs that do not contain R & Rc. In the case of the shadow pair (102, 153) 

the cluster itself (R = 60) is collapsed and does not have any Rc. This cluster section (Rr & 

Rnr) is indicated by a vertical line between the rule numbers. The pairing of rules 51 and 

204 is significant, as these are the important rules of complement and identity. The 

shadow rules (119,136) and  (221,34) are complementary pairs from rule clusters 3 and 12 

respectively. The same is true of the remaining pairs (17,238) and (68, 187). Symmetry 

categories in the root cluster are of the same proportion as the total number per category 

for the whole of v2k3 rule space : S = 1/4, SA = 1/2 and FA = 1/4.  

   

Fig 5.18 Rule 90 L = 8, complete subtree of node 119 (left) and represented as a rule 

space matrix (right). 

 

The remaining rule space is occupied by the outer 12 subtrees from the root 

cluster. An image for each subtree was created using DDLab and a printout obtained. 

Each subtree is of identical topology and contains 20 rules attached to the root rule. The 

subtree and rule space matrix for the root rule 119 is shown in Fig. 5.18. The rule space 

matrix again does not appear randomly configured. Each of the 12 subtree page printouts 

was examined to see how the numbers related to the remaining rule clusters. In all cases 

these were organised by the global dynamics of rule 90 into pairs from a cluster, 

importantly all were complementary (or their collapsed equivalent) pairs. This was verified 

by drawing over each of the 12 pages to identify the main rule pairs as depicted in 

Wuensche and Lesser’s atlas.  
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Fig 5.19 Identifying the rule cluster sections on subtree 119 and hand notating the 

printout. 

 

Fig 5.20 The 10 complementary rule pairings from root rule 119. 

The handrawn identifications for the subtree of 119 is shown in Fig. 5.19 This 

group of 21 rules by rule 90 can be represented visually on a compact diagram as shown 

in Fig. 5.20. The diagram shows the main rules indicated by solid circles, the shadow rules 



 127 

by dashed circles and the root rule in the centre as a square. The larger circles are derived 

from the intermediate level above the root rule, the smaller circles from the goE nodes. It 

should be noted that there is more than one way that the diagram could be represented. A 

future version may also include shapes related to symmetry category, rather than using 

circles for the cluster sections. Detailed results are given in the next chapter. 

The reverse algorithm for rule 90 is a simple process, benefiting from the rule being 

Limited Pre-image (Wuensche & Lesser 1992). The general pre-image allocations for the 

unknown cell in the partial pre-image given in (Wuensche & Lesser 1992, Wuensche 

1997) are shown in Table 5.2. 

 

Pi+1 Pi Pi-1 Pi+1 Pi Pi-1 
 

 

 

NEIGHBOURHOOD    A B C 

 

KNOWN CELL  
   

 

 T  

Table 5.2 General pre-image allocations for computing the unknown cell  

Wuensche and Lesser (1992) define the forward algorithm for rule 90 as : 

 

IF A = C THEN T = 0 ELSE 1 

 

In order to build the pre-image from a start string and construct it from left to right, 

A and T are required to compute the value of the unknown cell C. This can be achieved by 

rearranging the algorithm in order to test the known target cell T, and obtaining C from the 

start string. This form for rule 90 is not given explicitly by Wuensche and Lesser for rule 

90, but can be simply rearranged as  : 

 

IF T = 0 THEN C = A ELSE C = NOT A 

 

The four possible start strings can be allocated as shown in Table 5.3.  

 

W NOT W X NOT X 

00 11 01 10 

Table 5.3 Allocation of pre-image start strings 
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 Only the W and X start strings need be directly computed for a subtree by rule 90’s 

reverse algorithm when the system size is a power of 2, e.g. 8, 16, 32, etc. Support for this 

is based on observations of the rule 90 L = 8 basin structure, where the pre-images are 

always produced in complementary pairs.  It is assumed that all of rule 90’s pre-images 

work this way when the system size L is a power of 2. No proof is given for this statement 

but this appears to be the case for all observations made so far with power of 2 system 

sizes.  

The NOT W and NOT X pre-images can be obtained by complementing valid W 

and X pre-images. An example pre-image computation for rule 90 at L = 8 is shown in 

Table 5.4. A known state is given and the W and X pre-image calculations are shown, 

along with their complements which agree with the basin data obtained.  

 

Index 
P0 P7 P6 P5 P4 P3 P2 P1 P0 P7 W NOTW X NOT X 

Pre-image 

from start 

string W 

0 0 0 0 0 0 0 0 0 0 0 255  

Pre-image  

from start 

string X  

0 1 0 1 0 1 0 1 0 1  85 170 

Known state   0 0 0 0 0 0 0 0  

 

Computed pre-images 

Table 5.4 Example pre-image computation from a known state. 

 

In order to visualise the behaviours of a generated rule group, a program was 

constructed in Mathematica to implement the rule 90 reverse algorithm for power of 2 

system sizes. A group of 21 rules is effectively grown backwards from the known state by 

computing all pre-images two levels up the subtree. The group effectively consists of the 

subtree root, its four 1st level pre-images and all their pre-images on the 2nd level. 

A clear and simple layout is obtained by showing only the 1st and 2nd level pre-

images. The single rule derived from the subtree root can easily be plotted separately if 

required. An overview of this process, showing the layout of spacetime plots is shown in 

Fig. 5.21. This structured layout is used for the spacetime plots of the results in the next 
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chapter. An example section of Mathematica code showing the pre-image computation is 

given in Appendix C. 

 

 

Fig 5.21 Process for creating and visualising spacetime plots of 1st and 2nd level rule 

groups from rule 90. 
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5.3 Summary 

A general process for composition was presented and evaluated which solves the 

implementation problems identified by the previous chapter. A composition was 

successfully produced using complex behaviour to provide an exemplar for this process 

and is included on the CD-ROM. Reflecting on the process has enabled the discrete 

stages of the composition to be identified and compared with the diagram of Fig 2.28 

shown in the review. This suggests that rule choice is the most fundamental practice 

based decision in generative music composition with CA. 

 The concept of considering state space as a symbolic representation of rule space 

was introduced. A preliminary investigation of connecting state space and rule space was 

introduced in a modular context. Initial results demonstrated that behaviour mixtures could 

be created from this connection, producing more variety than a random sampling in the 

same rule space. The process of creating a complete structure for the elementary rule 

space using the attractor basin field of rule 90, contained in one basin, was then 

investigated in depth. The entire basin field was printed out and all rule cluster sections 

were hand identified as complementary pairs, by comparing them with Wuensche and 

Lesser’s atlas. The entire structure is clearly not trivial and is formed from a root cluster at 

the attractor which extends out into twelve individual groups of rules. The root cluster and 

one of the hand drawn pages were converted into diagrams to show these complementary 

pairings. Wuensche and Lesser’s reverse algorithm for rule 90 was then described and 

implemented in code to produce a structured layout for spacetime diagrams. This 

structured layout is used for the spacetime plots of the results presented in the next 

chapter. 
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Chapter 6 

Results and Reflections on Rule Space Structure 

 

Results and reflections on rule space structure created by attractor basins are now 

evaluated, based on the criteria described in the methodology. The results reveal a clear 

and fundamental connection between state space and rule space. Observations and 

mixtures of behaviour are presented for the elementary rule space. Some preliminary 

results for the higher neighbour rule spaces, and totalistic rule spaces are also presented. 

Rule space structuring by another rule is briefly discussed, suggesting that further inquiry 

is desirable. An overall evaluation of the perceived advantages and disadvantages 

summarises these results.  

 
6.1 Elementary Rule Space Structure  

The structure of the elementary rule space as constructed by the boa field of rule 90 will 

now be examined. Spacetime diagrams for the root cluster based on the standard layout 

given in the last chapter are shown in Fig 6.1. Symmetry category (see Fig 3.14 and Table 

3.5) and rule number, in decimal and hex, is shown beneath each spacetime pattern. What 

new observations can be made about the root cluster beyond those given in the last 

chapter from this representation? It can now be seen that the symmetry categories are 

exactly proportioned (1/4, 1/2, 1/4) within each of the four columns of spacetime patterns 

at the second level, and are therefore not randomly dispersed through the group. The 

semi-asymmetric rules are produced on the X and NOT X rows, whereas the W and NOT 

W rows each produce one symmetric and one fully asymmetric pair. Each pre-image start 

string always produces a rule with an identical background character in terms of single 

seed initial conditions; W and X always begin white backgrounds, NOT W black 

backgrounds and NOT X a striped background. A reasonable diversity of behaviour is 

apparent, although the root cluster can be considered a special case in the elementary 

space. It connects the entire rule space together, occupying the rule matrix diagonal, and 

all are rules exhibiting a well known deterministic structure. The hexadecimal rule numbers 

easily identify that the binary rule table contains repeating segments. The uniform states 

are obviously 0 and FF, so rotation symmetry s = 8. Rules 55 and AA have repeating 

segments g of size 2 and rotation symmetry s = 8/2 = 4. The remaining rules all have 

repeating segments g of size 4 giving a rotation symmetry s = 8/4 = 2. Some further 

observations on repeating segments are given in Appendix D. 
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Fig 6.1 Example spacetime plots for the root cluster from single seed (top) and 

random seed (bottom). 
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The outer subtrees were converted to the same diagrammatic form of Fig 5.20 from 

the remaining 11 hand drawn pages. The complete set of 12 groups of the elementary rule 

space is shown in Figures 6.2 to 6.4. Rules with collapsed complements become paired 

with other rules in their cluster. These collapsed rules are indicated by an oblique or 

vertical line between the rule numbers indicating visually how the cluster has been paired. 

The highest number of main R / Rc (or Rc equivalent) pairs, indicated by solid circles, are 

in rule groups from subtree 255, followed by 170 and leaving 85 with lowest number. 

  

  

Fig 6.2 The four rule groups from subtree 255. 

  

  

Fig 6.3 The four rule groups from subtree 170. 
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Fig 6.4 The four rule groups from subtree 85. 

 

 Example spacetime plots for the 20 rules from root rule 119 are shown in Fig. 6.5. 

A wide variety of behaviour can be seen from the rules present in this group. The complex 

rule 193 is part of the well known equivalence class containing rules 110, 124 and 137. 

Some other well known rules in this group are rule’s 54 and 73. The start of the 

backgrounds from single seeds for each pre-image type are easily seen as identical to the 

root cluster. As an example consider rule 182, where a white background is seen outside 

of the pattern, until this pattern begins to interact with itself at the edges. In all cases a 

background that is not internal to the pattern will persist in exactly the same way as the 

root cluster. All rule groupings of the root cluster, the 3 intermediate node structures and 

all 12 pages exhibit these properties relating to spacetime patterns from a single seed. 

Distribution of symmetry categories in second (goE) level columns are again in (1/4, 1/2 & 

1/4) proportion and not randomly distributed. Significantly, the symmetry categories are 

exactly proportioned (1/4, 1/2 & 1/4) at each second level throughout the total structure in 

the following ways : the root cluster, the 16 intermediate rules of each subtree (255, 170 

and 85), and in each of the 12 groups. The full set of spacetime diagram layouts (including 

the three intermediate sections), rule 90 subtree plots and all hand drawn diagrams for the 

elementary rule space are given in Appendix A and on the CD-ROM. 

Obtaining groups with complementary pairs is important as this results in a mixed, 

yet related, group of rule pairings. The entire rule space has effectively been structured 

with complementary pairings, or the collapsed equivalent. The algorithm is very efficient in  
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Fig 6.5 Example spacetime plots for the 20 rules from root rule 119. 
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the elementary space with these small group sizes. Computing the rule numbers and 

creating  the  spacetime   patterns   in   Mathematica’s   interpreted   environment   without 

optimisation is almost instantaneous. If the program also writes out to an image file the 

procedure takes a little longer, but this does not affect the actual computation time, only 

the  rendering  time.  Wuensche’s  reverse  algorithm  for  rule  90,  and  the   observations 

regarding the W and X complementary start strings presented in the previous chapter, 

result in a relatively simple implementation process. The simplicity of this computation 

process contributes to the overall efficiency. 

Binary 1D CA have equivalent rotation symmetries in their state space attractor 

basins, effectively allowing parts of the boa fields, i.e. equivalent subtrees, to be removed 

during analysis (Wuensche & Lesser 1992, Wuensche 1997). The L= 8 rule 90 subtree 

equivalences are as follows (68, 34), (187,221), (17,136) and (238,119). Visual inspection 

confirms that all the subtree sections are in this case also rule equivalent, so effectively 

subtree 85 (55 in hex) = subtree 170 (AA in hex) removing approximately 1/3 of the total 

basin field. For subtree 255 (FF in hex) this is a special case as 51, 204, 102 and 153 are 

all equivalent by rotational symmetry. However, only one subtree can be removed because 

although this equivalence of rotation symmetry exists over all these subtrees, it is in the 

context of state space. Rule space clustering does not include rotation symmetry of the 

rule table in the creation of Wuensche and Lesser’s clusters. The subtrees with equivalent 

rules are 51 and 204 so it is possible to remove one of these, approximately reducing a 

further 1/12 of the basin field. In terms of exact number, each group occupies 1/12 of the 

total number of rules minus 4 :  

 

 (total number of rules – attractor – 1st level up from attractor) / 12  

= (256 – 1 – 3)/12 = 21  

 

For the elementary space this yields 7 groups of 21 rules occupying 7/12 of the total rule 

space minus 4. To encompass all 48 rule clusters we would have to include the attractor 0 

or rule 255 (FF), only one of these is required as it has a collapsed complement. 

Equivalents of the complementary pair 85 (55) and 170 (AA) already exist in group 153. 

This leaves a total rule count of  (7*21) + 1 = 148, in a navigable structure that contains 

complementary pairs of all possible rule clusters.  

Table 6.1 gives the average value of Z for the root cluster and each subtree, 

equivalents are shown grouped together. This shows a reasonably good average value for 
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each tree indicating that a broad behaviour range is captured, given that ordered 

behaviour is predominant in the elementary space. Observations of the spacetime patterns 

in Appendix A for each of the 12 main groups connected to the root cluster confirms this 

result. There is one group (17 and its equivalent 136), that has the least amount of variety 

where the rules show ordered behaviour overall. Interestingly, both these groups contain 

two rules that are powers of 2, i.e. they have a single 1 in their rule tables. Group 34 (and 

its equivalent group 68) also both contain the remaining sets of two rules that are powers 

of 2, but these exhibit additional variety in the form of a section of the rule cluster 62. This 

can be seen in Table 6.1 by their lower average Z values. All the rules with a single 1 in 

their rule table are at the goE level. Some rule clusters are distributed between the goE 

level and the level below, for example clusters 30 and 45. This can be seen in both groups 

51 and 204, where two complementary pairs are present from each rule in each group. 

The Limited Pre-image rules, with the exception of root cluster sections 85 and 170, are all 

contained in the 255 subtree. 

Root rule 

(HEX)  

root 

cluster 

102  

(66) 

153  

(99) 

204 & 51 

(CC) & (33) 

68 & 34 

(44) & (22) 

187 & 221 

(BB) & (DD) 

238 & 119 

(EE) & (77) 

17 & 136 

(11) & (88) 

ZAVG  

Level 1 & 2  

.5 .65 .65 .7 .575 .75 .75 .575 

ZAVG  

Root rule, 

Level 1 & 2  

.5 .681818 .681818 .727273 .568182 .727273 .727273 .568182 

Table 6.1 Average values of Z for the root cluster and each subtree, equivalents are 

shown grouped together. 

Another interesting observation is that two sections from both semi-asymmetric 

(SA) clusters 6 and 27 are present in group 153. Group 102 also has the same distribution, 

this time with SA cluster sections of rules 9 and 58. The remaining symmetry categories 

(symmetric S, fully-asymmetric FA) in these two groups are “flipped” around the first level 

W and NOT W rows. e.g. Group 102 row W = {FA, FA, S, S}, row NOT W = {S, S, FA, FA} 

and group 153 row W = {S, S, FA, FA} and row NOT W = {FA, FA, S, S}. Groups 51 and 

204 behave in a similar manner, but now the SA cluster sections appear on the W and 

NOT W pre-image rows. The other groups also behave in this manner when distributing 

out the symmetry categories. The fact that rule 90 is structuring elementary rule space in 

this concrete way is intriguing, clearly not a trivial ordering of the rule space structure. 
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Overall the guideline criteria put forward in the methodology has been met for the 

elementary rule space.  

 

6.2 Departing from the Elementary Rule Space    

An example from v2k5 rule space is examined, represented by rule 90 at L = 32. A random 

hexadecimal seed, b892bf10, produced the following spacetime trajectory using rule 90 at 

L = 32 : {b892bf10  , 2d6c21a9  , cc6e5386  , feeb8ece  , 82a2dafa  , 4414d888  , 

aa23dd54  , 1565403  , 82078207  , c50cc50c  , e89fe89f  , 25702570  , 58585858  , 

9c9c9c9c  , 77777777  , 55555555  , 0  } Taking the 3rd element from this list, cc6e5386, 

and creating a subtree will produce the mix of 21 rules as shown in Fig 6.6. This group 

stems from subtree 55555555 at a distance of 14 from the attractor. The rules are in 10 

complementary pairs, connected to rule cc6e5386 and extending out to the goE level and 

spacetime plots are shown in Fig 6.7.  

     
Fig 6.6 The v2k5 group cc6e5386, the outer nodes are at the goE extremity. 
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Fig 6.7 Example v2k5 spacetime plots for the 20 rules from rule cc6e5386. 
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 The example spacetime plots of Fig 6.7, again with the same layouts, show a variety 

of ordered, complex and chaotic behaviour from these rules. Below each spacetime plot is 

the Z value and rule number in hexadecimal. The average Z for the whole group, including 

the root rule is 0.581845 and ranges from 0.484375 to 0.6875, also indicated on the plots. 

The beginning of the single seed backgrounds again have exactly the same type and 

ordering as observed in the smaller rule spaces.  

 An entropy-density signature, made with DDLab, of all 21 v2k5 rules is shown in Fig. 

6.8 indicating a diverse behaviour from the group. Classification of rules by entropy is 

presented in detail in (Wuensche 1997). Entropy measures the amount of disorder in the 

spacetime pattern, a high entropy value indicates chaos. All the rules were randomly 

seeded five times and each seed was evolved in a 150 cell system for approximately 1500 

generations to create this signature. 

 

Fig 6.8 Entropy (vertical) against density of 1’s (horizontal) of all 21 rules, indicating 

a broad behaviour from the group. 

 

 The rise in chaotic behaviour starts to overwhelm a random sampling around the 6 

and 7 neighbour rules, as demonstrated by Wuensche’s (1997) entropy plots, shown in Fig 

2.14. As the size of the rule numbers is increasing I will refer to the three main subtree’s as 

either 5, A or F because they simply consist of these repeating segments. An example 

grouping of v2k7 rules connected to the goE extremity of rule 90 at L = 128, which stems 

from subtree F at a distance of 62 from the attractor, is shown in Fig 6.9. 
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Fig 6.9 The v2k7 group 244ee33cac912310c65810763e67d5fc, the outer nodes are at 

the goE extremity.  

  

 Example spacetime patterns are shown in Fig 6.10 for the complementary pairs, with 

Z values for each rule and the entire groups Z minimum, maximum and average are 

shown. The hexadecimal rule number’s have been omitted for clarity and are given on the 

CD-ROM. Similar results to the smaller spaces have been obtained. Single seeds start off 

with the same background patterns at the same locations in the group. A good mixture of 

behaviour is present, with an expected rise in the proportion of chaotic patterns that does 

not overwhelm the group. Entropy density signatures have not yet been produced for the k 

> 5 samples, and judgements are based on the spacetime patterns. Overall the group 

fares better compared with the random sampling of Fig 5.11 (top). Computation time of this 

group was fast, taking about 2 seconds to compute the rule numbers and both sets of 

spacetime patterns. An example from subtree A is given on the CD-ROM showing similar 

results. 
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Fig 6.10 Spacetime examples showing broad behaviour from v2k7 rule space.  
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  The examples given so far in the higher k spaces have all been connected to the 

goE nodes, but the rule 90 basin allows navigation of its transients. An example of the 

basic steps used for creating groups at specified attractor distances from rule 90 is 

presented in Table 6.2.  

 

1 Manually select a seed or select a random seed 

2 Initialise rule 90 with the seed. 

3 Select a subtree, or part of, by specifying a known repeating segment, such as 5, A, 

F, 3c etc. (OPTIONAL) 

4 Run rule 90 forwards until the attractor is reached (via the subtree if specified), this 

will take at most L/2 steps. Store the trajectory as a list. 

5 Specify the desired distance from the attractor for the group to be created. This 

depends on the number of rules required, for example a group of 21 rules requires 

two levels available above the subtree root. 

6 Count back up the trajectory list to locate this rule, which will form the subtree root of 

the rule group 

7 Create a subtree from rule 90 from this position. Limit back steps to two levels 

upwards, to yield 21 rules. Or increase for rules in known quantities (85, 341, 1365 

etc.). Store as list e.g. {subtree root, Level1 W, Level1 NOT W, Level 1 X, Level 1 

NOT X, … etc.} 

8 Obtain Z values for each rule, and average measures for the group (OPTIONAL) 

9 Create and layout spacetime examples 

Table 6.2. Basic steps taken for creating groups of rules at specified distances from 

the attractor with rule 90. 

 

The probability of success is assumed to be 1/3 for achieving a particular main 

subtree selection, say F, although larger repeating segments will have a lower probability 

the further they are up the subtree. These probabilities will remain the subject of future 

work. The maximum distances from the attractor (in other words the maximum transient 

lengths) are shown for example rule space sizes, inferred from observations of rule 90’s 

basin structure in Table 6.3.  
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k 3 4 5 6 7 8 9 10 11 12 13 

max 

distance = 

2k-1 

4 8 16 32 64 128 256 512 1024 2048 4096 

Table 6.3 Maximum distances from the attractor for rule 90 (max transient length) for 

example k rule spaces. 

 

Examples of mixtures of behaviour from the 9, 11 and 13 neighbour rule spaces 

are presented in the Figs 6.11 – 6.13 in the following pages at various attractor distances. 

The rule numbers for these examples are given on the CD-ROM. Single seed starting 

conditions still produce the same basic background types, which probably occurs for all the 

binary rule spaces. The main part of the computation is creating and laying out the 

spacetime examples. The bulk of computation time and memory for these examples was 

again mainly concerned with rendering the image file, rather than the rule number and Z 

calculations;  e.g. for k11 = about a minute, k = 13 about 3 minutes, on a 1.5GHz G4 

laptop. For k = 15 the memory requirements are too great for spacetime computations, 

however the computation of rule number and Z measures are possible. 

The Z values shown in the plots are computed for all 21 rules, and includes the 

subtree root (not shown), a reasonable amount of variation can be seen in these values. 

Enlarging the size of the group would certainly be preferable in these larger spaces due to 

the larger proportion of chaotic rules, future investigation will take this into account. There 

is also an increase in chaotic behaviour towards the goE extremity. The goE density of rule 

90 for the system sizes in table 5.1 is always 75%, although they cannot all be completely 

chaotic (see Appendix B).  

In some cases the totalistic rule spaces also have the same number of rules such 

that rule 90 can structure them with its single basin field e.g. for k = 7 totalistics where the 

total number of rules is 256. Example spacetime patterns from single seeds are shown in 

Fig 6.14 for the root cluster (top) and for the group attached to root rule 119 (bottom).  

Spacetime examples from both single and random seeds for the entire k = 7 totalistics, as 

structured by rule 90, are given on the CD-ROM. Again a good variety of behaviours are 

present in each group, and the single seed backgrounds are also produced in the same 

manner as for the elementary space. The method would seem to show promise for higher 

k totalistic spaces, but a more detailed future investigation is required.  
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Fig 6.11 Spacetime examples showing broad behaviour from v2k9 rule space.  
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Fig 6.12 Spacetime examples showing broad behaviour from v2k11 rule space.  
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Fig 6.13 Spacetime examples showing broad behaviour from v2k13 rule space.  
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Fig 6.14 Spacetime examples from the v2k7 totalistic rule space, root cluster (top) 

and group 119 (bottom) 
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6.3 A Glimpse from the Perspective of Rule 60 

As a strategy for structuring rule space it is possible that this method could be used with 

some other rules. Basin fields are shown in Fig. 6.15 for rule 60 at L = 8. The two main 

branches of rule 60 appear at 85 and 170. Examining these further shows the rule space is 

partitioned in a related way to rule 90, shown in Fig. 6.16 (left). The state values are 

identical to rule 90 at L = 8 and the rule matrix in Fig 6.16 (right) is thus identical in terms 

of quantity of rules and existence of repeating segments.  

         

Fig 6.15 Rule 60 basin of attraction field at L = 8. 

 

Fig 6.16 Rule 60 at L = 8 attractor and two levels of each subtree (left), the rule space 

matrix (right) is identical to rule 90 at this point. 
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Fig 6.17  Rule 60 partial subtrees and rule matrix of 85 and 170 to 4 levels. 

 

A different structuring of rule space occurs, which appears related to rule 90 in that 

complementary pairs are again formed. Fig 6.17 shows partial subtrees of 85 and 170, 

along with their rule matrix, to four levels. This structure allows for the partitioning of the 

space into eight groups of subtrees formed from : 34, 221, 119, 136, 17, 238, 68 and 187. 

Each group contains 15 complementary pairs plus the root rule, giving a total of 31 rules. 
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Fig 6.18. Rule 60 group attached to 221 (top) and identifying the rule cluster 

sections by hand from the printout (bottom).  



 152 

The rule 60 group attached to 221 is shown in Fig 6.18 (top) along with the rule cluster 

sections identified by hand from the printout (bottom). The remaining seven pages were 

also examined and the cluster sections identified by drawing over the printouts. Symmetry 

categories are distributed differently to rule 90, the proportions vary over the groups, and 

in the case of group 221 the SA category is a minority. This brief glimpse suggests that 

other structures of rule space are worthy of investigation, but a detailed examination of rule 

60 will have to be conducted in future work. Detailed plots at L = 8 of the basin and all 

preliminary hand drawn diagrams identifying cluster sections are given on the CD-ROM. 

Some observations on repeating segments are given in Appendix D. 

 

6.4 Overall Evaluation 

Now that the results have been discussed for both the elementary space, and on a more 

preliminary level for some of the larger spaces, an overall evaluation is given. A number of 

perceived advantages are apparent with the rule 90 attractor basin method. The 

advantages, in no particular order, are perceived as : 

 

• Random seeding / selection is possible (serendipity factor) 

• Known quantity of rules for larger rule spaces. The group size can be increased to 

encompass more levels from the subtree root e.g. 85, 341, 1365 etc. 

• Very simple & efficient algorithm 

• Concrete structure, navigable to arbitrary distances from the attractor by traversing 

basin transients.    

• Complementary pairings 

• Takes advantage of rule equivalences to reduce the elementary space 

• Structured layout for spacetime patterns of a generated group 

• Appears reasonably scalable in terms of neighbourhood sizes, given that chaotic rule 

proportions also increase with k 

• Generally applicable, not just for music practice 

• Not restricted to symmetric rules, as is the case with totalistic & k-totalistics 

• Shows promise for creating rule space structures in totalisitc (& possibly k-totalistic) 

rule spaces where the number of rules are powers of 2 e.g. k = 7 

• Possible applicability to higher number of states & dimensions 
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The perceived disadvantages of this method are : 

 

• Currently requires Mathematica and DDLab, not a standalone application. 

• No tuning parameter is immediately apparent.  

• Does not demonstrate structure in the traditional sense of locating similar dynamics 

in similar regions.  

 

 The main disadvantage of this method of structuring rule spaces from attractor 

basins is a departure from the traditional view of locating similar dynamics in similar 

regions. The reasons for approaching rule space structure from this perspective were 

described and justified in the methodology chapter, based on the needs of music 

composition practice. However, there do appear to be chaotic peaks, and ordered routes 

through the structure (See Appendix B). No tuning parameter is immediately apparent with 

this method, although it was not the intention of this thesis to look for such a parameter 

and this remains an open question.  

 The process of examining the elementary space has led to further inquiry, presented 

briefly for larger rule spaces, as well as an example from the 7 neighbour totalistics. There 

is much scope for further work and a brief example of applying a different basin field, using 

rule 60, suggests that there is more than one way in which the rule space can be 

structured. Li (1989b) suggests that the “complex rules are scattered around some fractal-

like set in the rule space.” If this implies some form of self-similarity the basin of rule 90 

certainly approaches this criterion. However, the results presented for rule 90 show all the 

rules distributed in a self-similar manner based on symmetry category (elementary space), 

complementary pairing and single seed background behaviour, attempting to produce a 

mixture of behaviour rather than complex behaviour alone. This experiment to seek a 

connection between state space and rule space to produce mixtures of behaviour has 

been affirmed. 
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Chapter 7 

Conclusions and Future Work 

 

The distribution of behaviour in CA rule space was the key problem addressed in this 

thesis. The significant problem of identifying rule space structure was approached from an 

artists perspective to obtain mixtures of behaviour, which differs from the traditional 

method of grouping together similar dynamics. The state/rule space connection identified 

by this thesis has the potential to open new directions, in both science and music, and 

some future work is suggested. 

 

7.1 Conclusions 

Generative music experiments have the capability to both produce music and inspire 

further development of algorithms to assist composition practice. As a consequence of this 

reflective practice based approach, a new perspective on rule space structure has been 

demonstrated by empirical observations. Prior to this work, perspectives on rule space 

structure have always been based on prediction parameters from the rule table.  Results 

have shown a fundamental connection between state space and rule space. Attractor 

basins can provide a concrete form for rule space structures, exemplified using the 

elementary rules. The structure of rule space can now be interpreted in a different and 

complimentary way to the traditional view of placing similar behaviour in similar locations. 

Obtaining mixtures of behaviour is not to deny the usefulness of a single type of behaviour, 

merely an attempt to restore some balance between order and disorder. The advantage of 

creating mixtures of behaviour and choosing from the generated rules, allows selection to 

be made with a reasonable degree of independence from known rules published in the CA 

literature. It is now possible to independently contribute to the search for complex rules 

using this method.  

The approach presented is from an artists perspective, but the rule space structure 

presented exists as an entity in its own right, and the implications of the work go beyond 

generative music. The underlying notion of behaviour mixtures benefits from its own 

generality and the method of creation is not dependent on any particular aspect of musical 

theory, e.g. scale, mode or chord. If CA behaviours are required in any particular 

composition, for example in other time-based or visual art, the mapping process is where 

the change in media application would be required. Fig 7.1 shows the reflective practice 

problem setting theme of behaviour mixtures, put forward in the methodology chapter, in a 
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broader context. This diagram can be compared with the composition process shown in 

Fig 5.8. The behaviour mixture can be seen as the first two stages of the composition 

process, and the remainder is encompassed in Fig 7.1 as the box labelled generative 

music. The dashed lines in Fig 7.1 indicate the potential for a broader context of the 

behaviour mixture theme.  

 

 

Fig 7.1 The behaviour mixture theme in a broader context. 

 

By assisting in the problem of selecting rules, behaviour mixtures can restore a 

serendipitous aspect to the broader use of CA in artistic application. It is, perhaps, not 

necessary to understand the algorithm in order to make use of it. However, the art 

constructed by CA and human symbiosis should be viewed as a collaborative process by 

the human. This philosophy should encourage the artist to understand CA, even though 

the CA is unlikely to appreciate art. The creation of behaviour mixtures allows the setting 

up of limits for the purpose of composition. From an unmanageably large space, a small 

subspace can be generated, allowing a degree of constraint to be imposed. Ligeti 

described this compositional situation as : 
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We stand in front of a row of a row of slot machines [“Automaten”] and we can 

choose freely into which one we want to drop our coin, but at the same time we are forced 

to choose one of them. One constructs his own prison according to his wishes and is 

afterwards equally freely active within those walls – that is: not entirely free, but not totally 

constrained either. Thus automation does not function as the opposite of free decision: 

rather free selection and mechanization are united in the process of selecting the 

mechanism. Translated by Ernst Krenek (1962). 

  

The basic modular music exemplars identified in this thesis provide a fundamental 

link between music and CA theory, giving a familiar point of reference for both artist and 

scientist. A number of music modules were shown to have identical or very similar 

behaviours, and more may exist. CA have great potential as a versatile music module, 

taking the composer from the familiar to the exotic, by simply changing the rule.  

  

7.2 Future Work 

The discovery of a connection between state space and rule space, from reflective 

practice based research into generative music, has implications for future work in both 

science and music. This will serve to encourage interdisciplinary collaboration between the 

arts and sciences in that task. Detailed analysis of the results is ongoing and may provide 

further new insights into the wilderness of rule space. Some of the more important areas 

for future work will now be discussed. 

  Using attractor basins to structure rule space has the potential for application with 

other numbers of states, neighbours and spatial dimension. Investigating the applicability 

in these other rule spaces, including the related architectures of intermediate and random 

Boolean networks, is an important route to broaden the scope of this method. It is highly 

likely that other interpretations of rule space structure can be discovered, by using attractor 

basins from different rules. A single attractor basin was the main focus of this thesis, 

although a brief glimpse at the potential to use another basin from a different rule was 

presented. That brief glimpse, as with the in depth investigation, was constructed using an 

elementary rule, but rules with larger neighbourhood sizes may have the potential to give a 

more coherent structure to their own rule spaces.  

 Integrating behaviour mixtures into an automatic rule space classifier algorithm, such 

as Wuensche’s input-entropy method in DDLab, would further assist comparison of 

distributions against random samples. As mentioned at the end of the results, the lack of a 
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behaviour prediction parameter that positions similar dynamics in similar locations could 

be perceived as a limitation. Can such a parameter be associated with this method?  

The basic musical transformations of retrograde, inversion and retrograde inversion 

of a musical passage are effectively close relatives of rule table transformations of CA, as 

noted in section 3.2.3 of the methodology. A set of exemplars based on symmetries in rule 

and state space would enable more fundamental links between CA theory and music. The 

exemplars of music modules should be further investigated to determine exactly how many 

music modules can be emulated. This could potentially benefit from using other measures 

of CA behaviour to provide module output values. The most obvious measure is input-

entropy (Wuensche 1997), shown together with a spacetime pattern of the v2k4 rule AA71 

in Fig 7.2. The spacetime pattern is presented horizontally with time running left to right. 

Similarity to the control output of an envelope generator music module is evident from the 

input-entropy measurement.  

 

 

Fig 7.2 A CA spacetime pattern presented horizontally (bottom) and its input-

entropy measure (top). Similarity to the control output of an envelope generator 

music module is evident.  
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CA have a long and interesting history that has remained largely independent of 

instrument manufacturers. The implementation of CA as a hardware or software music 

module is certainly not beyond the reach of current technology. Section 2.2 in the review 

chapter highlighted some recent investigations into CA hardware, which has not been 

researched in as much depth as software. Commercial interest would surely require an 

evaluation of cost, development time and a decision on whether to implement a CA 

module in hardware or software. However, based on the work described in this thesis, it is 

apparent that systems such as CA have two key advantages : 

 

1) emulation of existing music modules  

2) new types of pattern generation  

 

Having the capability to both emulate and generate pattern offers the benefit of a multi-

purpose module from a very simple mechanism, a variety of pattern for free. To date the 

music industry interest in CA has been very minor, and yet it is practically impossible for a 

single artist to exhaust the creative potential of these systems. 

 Future work in terms of my own practice will build on the work described in this 

thesis and is an ongoing process. From a compositional point of view it is now necessary 

to publish musical pieces that utilise this new approach to rule space structure, coupled 

with accompanying papers that describe, evaluate and reflect on the process. This will be 

exemplified in MIDI based composition, and possibly human performance from a CA 

generated score. Compositions that are based on CA are mostly available for free 

download at the Noyzelab website (Burraston 2006) as they are completed.  
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Appendix A. Elementary Rule Space Structure From Rule 90 Attractor Basin 

 

 

Spacetime patterns of elementary rule space laid out according to the format shown in Fig 

5.21 are given in the following order : 

 

• Root cluster 

• The three intermediate groups of rules from nodes 255, 170 and 85 

• The 12 outer subtree groups of rules 

• Hand drawn sketches of the 12 outer subtrees 
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Appendix B. Observations on Subtree Traversals 

 

It appears that the rule space structure according to rule 90 creates highly chaotic peaks at 

particular attractor distances on Tree F.  Plots of Z measures at increasing attractor 

distances for groups of 21 v2k11 rules on Tree F, indicating the presence of highly chaotic 

peaks are shown in Fig B.1 (top). The plots show Z parameter average, standard deviation 

of Zavg, and Zleft/right average against attractor distance (from 1 up to goE-2) and a 

scatter plot of standard deviation of Zavg against Z average. Power of 2 distances are 

marked with vertical lines. The peaks in the group occur at distances of (power of 2) + 1, 

the plots show them slightly earlier because the average is taken for the whole group; 

subtree root, and the two levels above. Larger samples would give a clearer picture but 

this strains the limits of the current machine with larger group sizes in the higher k spaces. 

Spacetime examples of a rule group with the second level rules at the chaotic peaks are 

shown in Fig B.2 where all their Z parameters reach a maximum value of Z = 1. Tree A 

also has peaks but they do not appear to reach Z = 1, shown in Fig B.1 (bottom), however 

a deeper investigation is still required. It is possible to show a route through the structure 

on Tree A where there is a marked lack of chaos, as shown for v2k13 in Fig B.3. This can 

be demonstrated when the state contains a single cell set to one, and this is located at the 

goE extremity. This has implications for using “distance from attractor” as an order – 

complexity – chaos parameter on its own. How different the groups of Tree’s F and A are 

in these higher rule spaces remains an open question.  
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Fig B.1 Plots of Z measures at increasing attractor distances for groups of 21 v2k11 

rules on Tree F (top), indicating the presence of highly chaotic peaks. Peaks occur 

at lower Z values on Tree A (bottom) 
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Fig B.2 Spacetime examples of v2k11 Tree F groups with highly chaotic peaks 
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Fig B.3 Spacetime examples from Tree A of highly ordered groups of v2k13 rules 

from single seed trajectory at attractor distances of 2047 (top) and connected to goE 

extremity (bottom) 
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Appendix C. Mathematica Code Examples 
 
 
 

CAlength = 256; 

generations = 511; (* TOTAL NUMBER OF GENERATIONS - 1 *) 

init = {}; 

numfiles = 4; 

For[numdata=0, numdata<numfiles,numdata++, 

    For[i=0, i<CAlength, i++,      

      AppendTo[init,Random[Integer]];        

       ];     

    singlerun =  

    CellularAutomaton[{16^^978ecee4,2,2},init,generations]; 

    declist =                 

Table[FromDigits[singlerun[[j]],2],{j,1,generations+1}]; 

    cadecfile = StringJoin["v2k5-data" , 

ToString[numdata],".txt"];     

    Export[cadecfile,declist,"Table"]; 

    init = {}; 

                       ] 

Fig. C.1 Code for generating the data files for AC Toolbox. 

 
Fig C.1 is used to create data files for the composition process using AC Toolbox, 

described in section 5.1. The data files contain the unscaled global output of the CA in 

decimal. 

 

 

Fig C.2 is the basic process for creating a complementary pre-image pair of rule 90 at 

system sizes that are powers of 2, described in section 5.2. The pre-image is assumed to 

be valid. The code is based on Wuensche and Lesser’s (1992) forward algorithm, IF A = C 

THEN T = 0 ELSE 1, described on page 36 of their atlas. The code is implemented as a 

reverse algorithm for generating pre-images by rearranging to test the known target cell T :  

IF T = 0 THEN C = A ELSE C = NOT A.  
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CAlength  = 8; 

knowntarget = IntegerDigits[teststartseed,2,CAlength]; 

bmixstore = {FromDigits[knowntarget,2]}; 

 

ssw = {0,0};  (* Start String W *) 

ssx = {0,1} ; (* Start String X *) 

partialpreimage = {}; 

partialpreimage = ssw; (* GET PREIMAGES W and NOT W *) 

counter = 1; (* Set up counter for indexing known target *) 

For[i=1,i<(Length[knowntarget] + 1),i++, 

 

  testtarget = Part[knowntarget,counter]; (* OBTAIN T *) 

  aval = Part[partialpreimage,counter];   (* OBTAIN A *) 

  notaval = 1 - aval;                     (* OBTAIN NOT A *) 

   

  (* IF T = 0, C = A, ELSE C = NOT A *) 

  If[testtarget == 0, 

    AppendTo[partialpreimage,aval], 

    AppendTo[partialpreimage, notaval] 

    ]; (* END IF *) 

   counter = counter + 1;  

  ]; (* END FOR *) 

 

(* W PRE-IMAGE RESULT *) 

preimageresult = Drop[partialpreimage, -1]; 

decpreslt = FromDigits[preimageresult,2];  

AppendTo[bmixstore,decpreslt];  

(* NOT W PRE-IMAGE RESULT *) 

AppendTo[bmixstore,((2^CAlength)-1)-decpreslt];  

(* END PREIMAGE PAIRS W and NOT W *) 

 

Fig. C.2 Code for generating rule 90 pre-images at power of 2 system sizes, shown 
for W and NOT W.  
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Appendix D. Repeating Segments in Basins 

This appendix describes some observations relating to repeating segments and the 

rotation symmetry of rule 90 and 60 basins. Both rules appear to preserve basin topology 

for each L size identified in Table 5.1. The rule 90 L = 4 basin of attraction field is shown in 

Fig D.1 (left) with nodes labelled in binary. Only the attractor and the first level nodes 

above it have repeating segments smaller than the system size, all occupying the matrix 

diagonal, shown in Fig D.1 (right). If we compare this to the sixteen rules containing 

repeating segments at L = 8, again all occupying the diagonal, the number in both cases is 

the square root of the total rule space size. It is reasonable to assume that rule 90 will 

repeat this structure for all power of 2 system sizes, although no proof is given for all sizes.  

 

   

Fig D.1 Rule 90 basin of attraction field at L = 4, nodes labelled in binary (left). Only 

the attractor and the first level above it have repeating segments, and occupy the 

matrix diagonal (right). 

  

The basin of attraction field of rule 90 for L = 16 and the matrix diagonal of the first 

four levels from the attractor is shown in Fig. D.2. The number of rules occupying the 

diagonal is 256, again the square root of the total rule space size. In all cases observed (L 
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= 4, 8 and 16) the repeating segments that are smaller than the system size occupy the 

bottom half of the basin transients and the attractor.  

 

        
 

Fig. D.2 Rule 90 basin of attraction field at L = 16 (left). Rule matrix diagonal from the 
attractor and the first four levels above (right). 

 

 

A partial view of the basin structure, coming up from the attractor with nodes 

labelled in hex is shown in Fig. D.3 (top left & right, bottom left). The changes in repeating 

segment size is evident from the hexadecimal numbers. A rule matrix was obtained from 

the subtree of 9696 shown in Fig D.3 (bottom right). Again this does not appear randomly 

distributed, and contains 1365 rules extending all the way out to the goE nodes.  A close 

up view of the rule 90 basin at   L = 16 with the observed rotation symmetries annotated is 

shown in Fig D.4. The indicated rotation symmetry locations, after the first level above the 

attractor, are based on many observations of subtrees and randomly seeded trajectories, 

and is not a mathematical proof. A summary of the observed repeating segments and 

rotation symmetry is shown in Table D.1. 
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Fig D.3 Partial views coming up from the attractor showing repeating segment size 

increasing (top left & right), further increasing up to the maximum segment size 16 

(bottom left). Matrix from 9696 out to goE nodes and containing 1365 rules (bottom 

right). 
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Fig D.4 Repeating segments observed in rule 90 basin, L = 16. 
 

Repeating 

segment 
size (g) 

1  

(uniform 
states) 

2 

(nodes 5555 
& AAAA) 

4 8 16 

(disordered 
states) 

Rotation 

symmetry 

(s) 

16 8 4 2 1 

Distance 

from 

attractor 

0 and 1 1 2 3 & 4 5 to 8 (goE) 

Total 
nodes 

2 2 12 240 65280 

Table D.1 Summary of rotation symmetry for rule 90, L = 16 
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The basin of attraction field for rule 60 at L = 4 is shown in Fig D.5 (top), the attractor and 

the first level above are the uniform states. The second level contains the remaining 

repeating segments that are smaller than the system size. 

 

 

Fig D.5 Rule 60 basin of attraction field at L = 4 (top) and L = 16 (bottom) 
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The basin of attraction field for L = 16 is shown in Fig D.5 (bottom), a close up showing 

observed repeating segments is shown in Fig D.6 and summarised in table D.2.  

 

 

Fig D.6 Repeating segments in rule 60 basin, L = 16. 

 

Repeating 

segment 

size (g) 

1  

(uniform 

states) 

2 4 8 16 

(disordered 

states) 

Rotation 

symmetry 

(s) 

16 8 4 2 1 

Distance 
from 

attractor 

0 and 1 2 3 & 4 5 to 8 9 to 16 (goE) 

Total 

nodes 

2 2 12 240 65280 

Table D.2 Summary of rotation symmetry for rule 60, L = 16. 
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Appendix E. CD-ROM Contents 

 

Folder : CLUSTER-LIST 

Pdf and Word doc files containing a table of all v2k3 elementary rules in order from 0 to 
255 in the following format : 

 

R Rn Rr Rnr Rc Rcn Rcr Rcnr Cluster Sym Cat ZL ZR Z ZL = ZR? 

 

Folder : FWD-BMIX 

Rule numbers and images for section 5.2.1.  

 
Folder : MUSIC 

AIF audio files of music described in the thesis. 

Chapter 4 : Right Shift, Cassorgize, Bang Lassie performance (edited excerpt) and Acorn. 

The following notes were submitted for Acorn to the 3rd Iteration Conference, Melbourne, 
2005 :  Acorn is generative music composition that explores a small discrete cellular 

universe, using 2D multi state Cellular Automata. It is realised through a hybrid of 

mediums, analogue/digital synthesis and old/new computer technology. The algorithm was 
programmed in BBC BASIC on an (ancient) Acorn RISC machine. Events in the universe 

are mapped to synthetic speech events (allophones), tones and digital noise. Sound 

output is further processed by an analogue modular synthesizer (Roland System 100M & 
Doepfer A100). The final production and mixing was made by Australian electronic music 

legend Garry Bradbury (formerly of Severed Heads). Acorn received its premiere at the 

Australasian Computer Music Conference 2005 as part of the concert sessions. 

Chapter 5 : Dislocation or Defect   
 

Folder : R60 

L = 8 subtrees 17, 34, 68, 119, 136, 187, 221 and 238 labelled in decimal. 
Preliminary hand drawn sketches showing cluster sections 

 

Folder : R90 
Contains subfolders : 

L=8basin : all 12 subtrees labelled in decimal, all hand drawn sketches and rule matrices. 

v2k3-structured : Spacetime examples from single and random seeds of v2k3 rule space 

structure as shown in Appendix A.  
v2k7-totalistic-structured : Same structure, but with v2k7 totalistics. 

v2k5-group : Rule numbers and images from section 6. 

v2k7-group : Rule numbers and images from section 6, plus example from Tree A 
v2k9-group : Rule numbers and images from section 6, plus example from Tree A 

v2k11-group : Rule numbers and images from section 6, plus example from Tree A 

v2k13-group : Rule numbers and images from section 6, plus example from Tree F 

v2k5andv2k7-Tree-Traversals : Animated gif’s of traversals out from attractor to goE of 
rule 90. Each frame shows a set of spacetime patterns according to the standard layout of 

Fig 5.21. 

Chaotic-peaks-TreeF : Spacetime patterns showing chaotic peaks at attractor distances 
described in Appendix B. Examples are given for v2k5, 7, 9, 11 & 13. 
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Ordered-route-TreeA : Spacetime patterns showing ordered route on Tree A described in 

Appendix B. Animated gif’s of traversals out from attractor to goE nodes 1 and 4 for v2k5 

and v2k7. 
Zplots : Set of plots in the same layout as Appendix B Fig B.1 for both Tree A and F. Rule 

spaces are from v2k6 to 11 all with groups of 21 rules. Some rule spaces have also been 

computed with groups of 85, 341 and 1365. 

 
Folder : THESIS-PDF 

Entire thesis as pdf files. 

 
Folder : BOA-DATAFILES 

The basin data produced by the current version of DDLab is in a slightly updated form than 

the original atlas. The data for the original atlas exists in scanned text format from the 

original printouts. DDLab was used to produce basin datafiles and create the first definitive 
electronic version of the atlas data. The attractor states are now produced in hexadecimal, 

a more compact representation than binary which was originally used. The benefit of 

having the data in this form is the ease of accessing and printing out specific basin 
information, and for further research. Datafiles of basin field data were produced for : 

 

• all 88 elementary equivalence classes  

• all 36 v2k5 totalistic equivalence classes 

• all v2k5 complex rules in (Wuensche 1997)  

 

 All rules have been computed from 1 cell to between 24 and 31 cells where practical, 
in all cases at least the minimum number of cells from the atlas have been computed. The 

rendering and computation mainly took place on an Apple Mac G4 400Mhz machine with 

512MB of memory. As an example, the v2k5 boa fields for one rule would take on average 
between one to two weeks to compute. Full details about data export are contained in the 

DDLab manual, freely available from www.ddlab.com. The data was rendered with 

suppression of equivalent basins. The basic output format for the basin data is : 

 

ty = basin type 

at = “last” attractor state (hex) 

no = number of equivalent basin of that type 

(p) = attractor period 

s = total states in that basin 

% = percentage of state space occupied by that basin 

g = number of goE nodes in that basin 

gd = goE density in that basin 

ml = maximum number of tree levels from the attractor 

mp = maximum in-degree in basin 

 

Some basins fields however are impractical to compute. For example, rule 30 with 

n = 17 and state space = 131072, the attractor length was too large to construct a basin 
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field by DDLab reverse algorithm. Within DDLab it is possible to search for attractors by 

random seeding and running the CA forwards, to build an attractor frequency histogram, 

shown in Fig E.1.  

 

 

 

Fig E.1 Attractor frequency histogram of rule 30 at L = 17. 

Single basins can also be computed with DDLab and the period 10846 was 

computed, shown in Figs. E.2 and a close up with basin data in Fig E.3 on the following 

page.  
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Fig E.2 Rule 30 period 10846 basin shown as goE nodes and a single tree (left), and 

as the complete basin (right). 

 

 

 

at no (p) s % g gd ml mp 

016efb   1 (10846) 125375 95.7% 3808 0.0304 362 2 

Fig E.3 Rule 30 period 10846 basin close up and basin data 


